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Abstract

A message management system enables its users to automatically process mPssagdsres
associated with a evkstation may scan incoming mail, perform some routine processing and possibly for
ward the mail. The global properties of such systems mayapdrbm olvious when lage numbers of pro-
cedures are present.

We datempt to @in insight into global beké@ur by studying "message #id. We do s0 by partition-
ing message domains into state-spaces, and analyzing the state tran$itived by proceduresMessage
flow for messages of awgn type can thus be represented byn#td automaton whose states are the mes-
sage states.

The fnite automata for thearious message types can be "welded together" to form a Petri net that
accurately captures both the message flar individual message types and the coordination by procedures
of messages of ddrent types.The model is useful for obtaining a desckiptenalysis of behaour, and
for analyzing interesting betiaur such as blocking, deadlock, "message loops" and "procedure loops".

In addition we present some techniques useful for detecting message loops and procedure loops at
run time.
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1. Intr oduction

The graving interest in "Ofice Automation" and in naé-user programming suggests some interest-
ing problems.In an Office Information Systemlectronic documents takhe place of theamiliar paper
documents (such as forms, letters, records and sof@nin a real dfce, these objects may change hands
frequently When certain actities are automated, the Woof electronic documents (i.anessges) from
location to location can become quite complicatdd.long as these acifies are well-understood and do
not change frequently there may not bg diffficulties. Théditerature suggests, hever, that automation
in offices will be introduced graduallsgnd will be subject to frequent chang&he consequences of after
ing or adding automatic procedures that manipulate messages may not b@ss tubthose who imple-
ment them.Apparently innocuous changes mafeaf message flo in subtle ways that can cause axis-
ing automatic procedure taif. In this thesis we address these problems kbgldging techniques for cap-
turing the &isting message fle and understanding lomessage flov and automation of actities afect
one another

1.1. Setting

Chapter 2 praides an werview to the \arious approaches tofiafe automation that kia keen imple-
mented. €rms such as "®te Information System" are dleéd. We shall introduce here the ideas that are
crucial to this thesis.

First of all, we are interested infiafe information systems that are sujmgafly very similar to real
offices. V¢ havea wmllection ofworkstationg"stations", for short) that are the logical e@ent of desks.
Users communicate with each other using electronic documemsgssges instead of paper documents.
Other aamiliar objects may also ha teir counterparts in a computerizedi o system (lletin boards,
calculators, calendars and so oBy "simulating" a real dfce with the computerized system, the task of
computerization is simpliéd and the liklihood of acceptance byfiafe workers is increased (see chapter
2). If nave-user programming is to avk, then electronic objects shouldveammediately recognizable
counterparts toamiliar ptysical objects, and the operations we normally perform on the real objects should
translate naturally into operations on the electronic ones.

In figure 1.1 we see a small collection obrkstations. Theircles represent erkstations and the
arrans represent flo of information. A takes orders and sends the order formB.tdB maintains the cus-
tomer records.He checks the orders from to see if the customers' credit ratings are in ardéall is
well, the orders are sent on@ C maintains inentory records.If there are not enough items in stock to
fill an order C generates a backder and sends a memo to F who is responsible for metnudhg. Orders
that can beilled are sent td, where shipping is handled¥hen n& shipments arxie, D notifiesC so the
inventory can be updatedVhen orders ardlled by D, the order forms are returnedBo B notifies E of
outstanding accounts, aftihandles the mailing of billsWhen payments awe, E notifies B so the cus-
tomer records can reflect the payments.
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° payments
orders / \:tders

ordc
backorders e_..
shipments

A: takes orders

B: maintains customer records
C: maintains iwentory records
D: shipping

E: handles bills and payments
F: manufacturing

Figure 11: Communicating dfce workstations

1.1.1. Messages

The static objects in such a system are electronic documents containing the information that we
would normally fnd on paper document3.hey resemble our intuitie rotion of a message in that thean
be sent from wrkstation to wrkstation, It in this setting themay hare aher constraintsMessages in an
office information system may be required to continuexist after thg havebeen receied - documents
in offices often change mamands, possibly residing at a location for a long period of time before being
passed onFurthermore, manmessagesdl into well-defned groups or "types"Forms and records are
highly structured -- a collection of them resembles a relational data@asstions about forms can resem-
ble database queries ("tell me what customess s more than a thousand dollard¥) figures 1.2 and 1.3
we see xamples of structured messagd&ey are the order form and customer record templates of our
hypothetical ofi ce.

If messages are to correspond to documents, it is usefulveo thiague identifers to distinguish
them. W dhall assume that all messageseéha unique identity Copies can therefore be distinguished
from originals. (There are manvariations on the notion of a "cgp copies may be "read-only", guaran-
teed to be aatsimile as of the time of cgimg; they may be "read-only" and guaranteedatavaysrepre-
sent the currentersion of the original -- possibly trigo implement; or the may be writeable, @ning
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ORDER FORM Key:

Customer :
Date :

Item :
# Ordered :

Price : dol
Quantity : !

Total : dol

Approved:

Figure 12: An order form

CUSTOMER RECORD Key:

Customer :

Credit limit:  dol
Owing: dol
Weeks wverdue :

Address :

Figure 13: A customer record

independent status after their creati@ince we are concerned mainly with matife messages, we may
pass wer this issue, bgond establishing that all messagesgeha wique identity) Theremay also be con-
straints on theidlds of a message: someldls may be write-once, read-onlyrite-by-owvner, and so on.
Furthermore, soméaeids may be automaticallylled, such as signature and datedds. Automaticfields
may be calculated as a function of othelds (such as "total" or "taxields). Virtual fields are similarbut
are neer stored with the body of the message, being re-calculated wirethe message is displayed.

In addition to hging a unique identitywe dso assume that a message has a uthigagion A loca-
tion is a workstation or some mailboxamed by a wrkstation. (Othelocations, such as areles, printers
and so on, mayxést, kut we can consider these to be special casesfstations.) Théocation of a mes-
sage determines who currently has contria @t. Usuallythis can be equated with who has thevgoto
look at it or modify it. Exceptions are messages that may not beedeor alteredxxept in restricted ays
by other than pvileged users (such as the creator of the mess@d®). concevable is a &cility to allov
messages to be "recalled" from a remote locatddmanager may be able to trackwdothe current loca-
tion of a document such as a report or a customer record ead hailed to him gen though he is not the
current avner of that location.In general, havever, we sssume that messagesvea sation only when
they are explicitly mailed by the uservaning that station.

Operations on messages include creation, destruction, disgdification and mailing.In addition,

since messages in this coxttenay be a permanent record of information, we may wish to query a database
of messagesSuch operations as selections and joirss seveal messages by matching comparalakl$,
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for example, can beery useful. Similarly, when modifying messages, it should be possible to easily trans-
fer data from one message to angtbeto use information in onedld of a message to compute or gener
ate nev information for anotheiriéld.

1.1.2. Automation

In order to automate fb€e actvities, one must be able to recognize conditions that cagatsdo be
triggered. Eents mayin turn, cause othewents to be triggeredVisible events include the awval of mes-
sages and the creation and mindifion of messagesOne must be able to select precisely those messages
that are of interestA trigger condition thus resembles a query ("get me a message satisfying this condi-
tion") that applies to the future rather than just the presginte a collection of messages may be required
in order to complete some adty, these conditions may potentially include joins, or matching between
messages.

A simple example is mail-fonarding in fgure 1.1. A procedure could automatically foand all
completed order forms from to B. Only slightly more iwolved is a procedure & that automatically
matches incoming order formsaigst &isting customer records by tleistomerfields of the tw docu-
ments. Ifthe amount wing plus the @lue of the order is less than (say) half of the credit limit, and the
weeks verduefield of the customer record is less than 4, then the procedure might automaticalxe appro
the order by fonarding it toC. The condition on thealue of the order wrolves both messagesjtithe
condition on the number of weekgendue is a selectionwolving only customer records.

At C, a procedure could automatically match ordersiagt irventory records.If not enough items
are in stock toill the order the procedure could generate a lmxdkr to be ifled when the ne stock
arrives, and a memo t& that irnventory is lov. (The backrder is another order form that must also be
matched aginst an imentory record.)

It is instructve to decompose adtities into steps: in each step we muathgr a set of resources
(messages), possibly transform them in sorag and release themNew messages may be created in the
process. Althouglan actvity may consist of seral steps chained togetheve will concentrate on the
steps themsebds. Theadwantage of this is that we can consider the steps to be atomiy eittrer succeed
or fail in entirety Multi-step actiities naturally do not necessarilyveathis property It is the steps that
we shall speak of as "procedures”, though one shadg kn mind that more complectivities eist in
general.

We dso assume that these procedures are locabtkstations. Thisiew is very natural and consis-
tent with the principle that computerizedioé systems resemble reafi oés: users of the system and their
automated procedures onlyvieadirect control oser the documents "belonging" to therfiWe may extend
this, havever, by alowing the presence of local procedures at other sites that "belong" to someonk else.
manager mayfor example, be able to install a procedure atoaker's gation that selects and foands cer
tain messages back to himdnother adantage of local procedures is that we do netha address the
problem of actiities that are triggered bywents that tak pace at seeral physicallydifferent locations.If
all the "workstations" are timeshared on a single mainframe then we do veottaus problems imple-
menting such bekéur, but it is another matter when eacbnkstation is a separate machine on a ngtw

1.2. Global Behaiour

If automated dfce procedures are triggered by the receipt of mail, then it is clear that message flo
and control flev are intimately connectedThe current location and currerdlue of messages determines
what procedures are to be aated. Furthermorethese procedures may be "loosely connected" through
the messages that thkandle: a procedure that processes a message aratderitvto a n& location may
trigger another procedure at that site; neither procedure needrtyaknowledge of the otherlt is (poten-
tially) transparent whether a messagevarg by mail has been sent by a manual operation or an automated
one. Theconsequence is that the global babar of a system is determindéuplicitly by the collection of
local procedures at all of the in@iual workstations -- no one needs txpécitly specify the interactions
between all of the automated procedures.
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If there are a lot of automated adies, then their interactions may ke from olvious. Wbrse yet,
if procedures are frequently changed and added, then there mayxpeated consequences if the proce-
dure interactions are not well-understodss an eample consider whatauld happen inifure 1.1 if B
did not distinguish betweenweorders sent byA and flled orders sent by DA poorly-designed automatic
procedure aB might tale filled orders fromD and naiely re-process themA "small error" in specifying
a local procedure may he repercussions that are notvadus without &amining all such procedures at all
locations handling messages it sends.

Another potential problem is blocking of procedures that coordinateasenessagesAn alteration
in a procedure at one site may\ye® a message from reaching a procedure at another site thaiting
its arrival. Othermessages at the second site will also be leldck

1.2.1. Message flo

We @n try to @in some insight into global behaur by studying message o Snce the flav of
messages through the system determines what procedurégedrarid, coversely the procedures deter
mine the message flo we can measure global behaur in terms of the interaction between messages and
procedures.

Our approach is to attempt to classify messages according to the pgtteskehelwo messages are
in the same equilence class if their potential paths are identidatuitively, the path of a message is the
sequence of procedures it encountdrsaddition, since procedures are conditionally triggered on the cur
rent \alues of their input messages, walfit corvenient to think of message paths as alternating sequences
of procedures andalues. Sincerocedures typically select some messages ofea ¢ype (matching cer
tain conditions) and ignore others, the &gl¢ince classes of messages fwiloy similar paths can be
expected to hae mmparable alues. Ifwe can partition message domains into sets of messagesvthat
satisfy \arious combinations of these conditions, then we should be abtpriess the paths of our egui
alence classes as alternating sequences of procedures and blocks of our partition.

Let us consider the folwing example. Infigure 1.4 we see a graph model of the procedures
described earlierin fact, it is a Petri net representation of those procedures (see appendix C for a discus-
sion of Petri nets)Nodes in the graph are bars (calteahsitiong and circles (callegplaced. Thetransi-
tions, labeled; to tg represent procedure3.he places represent the messages handled by the procedures.
They are labeled with a letter representing the message type and a subBtaqes labeled are order
forms, ¢, customer records, inventory records|, low-inventory memos, and, bills. Procedurd; at sta-
tion Ais the procedure used to generate anddodvorder forms t@. t, checks the customertredit rat-
ing and forvards the order form to Ct; generates back-orders fomldnventory items (arc tm,) and
sends lav-inventory memos to F (dt). Theback-orders must agn be matched agnst irventory records
(when the supply is replenished). handles orders that can kel immediately t; forwards order forms
back toB after the orders ha been flled. tg updates the customer record, avehithe order form and
generates a bill to be handled By (To keep the gample manageable, weuealeft out procedures han-
dling customers with poor credit ratings, @a$ of nev shipments, and customers' payments.)

Figure 1.4 difers slightly from an ordinary Petri net in that there is a correspondence between input
and output placesln a Petri net, inputs (represented by dotsokenswithin the places) are consumed,
and outputs are produceth our case, an inpditom @ goesto o;. We may highlight this correspondence
by concentrating on a single message type at a timigure 1.5 we see a wePetri net obtained by delet-
ing all places representing messages other than order forms, and all arcs directed to or from the deleted
places. Imaddition, we add a meplace,a, representing the creation of order fornf$he resulting Petri net
has the property thatery transition has precisely one input place and one output pfweh a Petri net
can be viwed as aifite state automatonTo e this, simply eliminate the bars from tigufe and use the
Petri net transition labels as the state transition laléis. places of the Petri net become states of the au-
tomaton. a is the initial state of the automatofNote thatt; had to be split into tev transitions since it
had the unusual property of outputtingotimessages of the same typdhe sequences of possible transi-
tion firings for the Petri net can therefore be described bygw@aelanguage.
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Figure 14 : Petri net of procedure interaction

By this reduction of the Petri net intimite automata (one per message type), the messagmfier
ent in the system becomes apparéffe can nav see that there are twequivalence classes of order forms:
one created by, and the other created by (Once agy given order form reaches stat® we do not kna
whethert; or t, will fire since we cannot predict thalue of the matching wentory records.All order
forms are thus "equélent" in the sense that we cannot dedugghang more about their future pathlhe
regular expressions for the twdasses are:

aty 0yt 0 (t3+14) O3t5 04 t6 05
and
at3 0y (t3+14) O3t5 0416 05
where "+" denotes alternation (see chapter 4).

In this ekample the states of the automaton are distinguished by the location of the meksageés.
t, are triggered by the presence of order formwiagifrom B. It is important to be able to tell who sent a
message -- to this end wiad it corvenient to think of separate mailbex for mail arsiing from diferent
sources. W may thus encode the source of a message in its locdtiothis seems slightly odd, one may
equialently think of messages residing in a mailbox agrtan additionakenderfield, which is set to
null when it is remeed from the mailbox.Incorporating this information into a sindlecationfield seems
somavhat cleanerhoweve.) Messages ai; arrive from A, messages ai, arrive from D and messages at
05 reside locally aB. If we were unable to distinguish these three, theg #nsuld collapse into a single
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Figure 15: Finite automaton of messagewlo

state. t, andtg would fire repeatedly since messagesnd alvays return to that state.

Since procedures may place triggering conditions gnofithe felds of a message, the states of the
automaton can potentially correspond to conditionsalds other than the locationf, for example, order
forms contained aarder flled field (containing the shipment date, or some other information) hitiihg
datefield thentg could ignore the sender ofder messages and select those with non-arder flled
fields and nulbilling datefields, setting the latter the appropriatéue. Inchapter 4 we shall look at Wwo
to corvert selection trigger conditions of procedures imessge tates(the states of ouirfite automata).

1.2.2. Exaluating message flo

A characterization of messageilds an expression of the global beliaur resulting from a gien
configuration of local proceduresThis in itself can be ary useful if these procedures are frequently
changed. Messadtow can also be used as an indicator of interesting or unusual situations arising from
the interaction of procedures.

First of all we see what procedures are responsible for creating mes@egesnformation is read-
ily available in the specifation of the proceduresYVe dso see where messages termin&éearly if a
message is routed to a station that has no procedure prepared to handle it, then it can go. ndhrther
matter is complicated, kaver, when thereare procedures prepared to handle some messages o gi
type, lut not necessarily all of then©f course, if messages that ddeé handled neer arrive anyway, then
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this does not cause yaproblems. Inorder to ind out whether or not this is the casewbeer, we may

need to trace the flo of all messages of that type to see whereyted up. In addition, there will
undoubtedly be points where messages apeaed to terminate (as imgfire 1.5). We ae interested in
finding out if ay messages may terminate Mpectedly

Message loops may occur if messages return to a statiphawevisited before.If neither the alue
of the message itself nor those of coordinating messages are changed in the body of the loop, then the loop
may be repeated indeftely. Another possibility is that messagalies changeut do not alter the trigger
ing of procedures within the loop, thus ymeting the loop from beingxéted. Thiscould happen inidure
1.4 if procedures aB did not distinguish between order forms coming frAnthose coming fronD and
those already aB. Placeso;, 0, andos would be collapsed into a single place here and alsigumef 1.5.
t, would not distinguish betweem, ando,; the irventory would steadily decrease and the custoskl
would increase, heever, causing the loop to terminate when stock ran out or the credit liasitaceeded.
If the values do change, as in thicenple, lnt not necessarily enough to cause the loop to beebrdken
there may be an arbitrarily g number of iterations before it does termin&@emetimes (as auld be the
case here) the presence of amessage loop at all is anwibus error Other times it may simply refifm
what is &pected: the ientory records handled kiy andt, are in perfectly acceptable loops.

Blocking occurs if a message &ss & a point from which it can mak o progress. Therare sg-
eral ways this may happerfirst, a message may simply reach a dead end where no procedure will handle
it (o5 in figure 1.5). Next, a message may be stuck at a procedaigng for a coordinating message that
will never arrive. The coordinating message mayweehavebeen created; it may Y& been routed (non-
deterministically) so as tovaid the waiting message; there may rmgta path to the witing message; the
coordinating message may be bledktself. Care must be tah here to establigiow manypossible coor
dinating messages there may be, and whesedbrme from. One such message may welb@ our wait-
ing message,ut another one may be on itay Consider a gien customer record at; in figure 1.4. If
no orders arvie for that customethen that record is bloekl. Ordersriginating att; may neer get too,
if they are blocled ato,. Other orders may well be generatedthbyhoweve, o that the customer record
would still not be blockd. Blockingcould only occur ifno coordinating message ares. Deadlockis a
special case of blocking in which awor more messages) are bledk waiting for each other at diérent
locations.

Another situation, related to message loops, is that of procedure Ilhapspossible for a loop to
exist in the fring of proceduresvithout ary given message indéfitely repeating a ggnent of its path.
Suppose, forxample, that proceduttg in figure 1.4 ired even if there wereno items in stock with which
to even partially fill the order Orders arwing ato, would have the quantity set to zero and be sent on to
03. A new baclorder for the original quantity euld be generatedThis, havever, would create a proce-
dure loop if the n@ backorder could not be distinguished from the origin@lwould fire repeatedlygen-
erating backrders, zeroing them and mailing themto (More apocryphal is thexample of a procedure
to automatically respond to mail messages while you are on holidays with a note telling when you will
return. Iftwo people hae such procedures, and the last act of one befokénigas to broadcast afevell
message, then the evauto-mailers will enter a loop, sending notes to each other untiiléheystem is
filled or somebody notices and pulls the plug.)

Procedure loops, likmessage loops, are of greatest concern whgnaieeunmoderated, and when
there is no indication that the loop will terminaf@ loop is "moderated" if anof the procedures in the
loop must vait before ifring for some outsidevent, such as user inputlfhe Petri net model of procedure
interactions can be used to detect procedure lobps matter will be discussed in more detail in chapter
5.

Non-determinism in global betiaur can hae mary causes. Outrightonflict may &ist with two or
more procedures whose triggering conditionerlap. If there are no rules to determine which procedure is
to be fred, then it may be up to the system to arbitrarily choose @Goeflict may also occur in a weak
sense when it is res@d by a coordinating messageor a gven order form ato, in figure 1.5, eithet; or
t, may fre depending on the matchingvamtory record. Without knaving the \alues of all inentory
records for all time, we cannot predict which procedure will end up handling order fBurkermore, the
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system is not, in general, closed, since user input can introducgahges and ne messages (a closed
office system wuld probably not hae much releance to the real arld). Theuncertainty of these me
values limits our ability to predict the behaur of the system after theues are added.

Finally, there is some artdfial non-determinism introduced by our attempts to model messamge flo
In order to leep the model manageable we partition message domains (the sets of paksbleessages
may assume) into @nfte number oimessge dates We can then speak of procedures causing messages to
flow from one state to anothedow we make the partition ingitably influences the strength of our results.
Theoretically speaking, our message domains ai@taflut since messages must be represented within a
computerwe know there is only aifiite (though ery lage) number of possibleaiues. Allaving one mes-
sage state peralue will clearly yield the maximum possible information about message though at
enormous costAllowing a single message state consisting ofallles yields a tvial model lut sacrifces
all message flw information; all proceduresauld map messages from that single state back to that state.
In chapter 4 we shall consider the optionailable to us in choosing the message state spatden drav-
ing conclusions from our model we mustdatre that the information we seek has not been gestror
altered by our choice of a state spabin-determinism displayed by our model may not necessarily corre-
spond to non-determinism in the systems we are studying.

1.3. Outline

In this chapter we W& agued that the current philosoptowards automating difce actvities can, in
systems supporting such adies, yield oerall behaiour that can be hard to understand without the aid of
some modeling toolsWe haveinformally described the sort of systems that are of interesiyrsldat
sorts of questions and problems can arise, and suggested an approach to answering these questions by
studying message flo

In chapter 2 we shall sy ©me of the recent literature to lend weight to our assumptions about
how office actvities will be automatedin chapter 3 we shall use these assumptionsuedajea general
formal model which we can use to discuss messagedhal system beh@ur without undue attention to
system implementation (pend our initial assumptions)n chapter 4 we shall then use this model in our
efforts to arnve & useful methods for partitioning message domains into state spalbesiesulting mes-
sage states will be the basis of our characterization of messagfiof global system behiaur.

In chapter 5 the information about messagw fle further analyzed to answer questions about mes-
sage loops, procedure loops and blocki@fapter 6 consists of concluding remarks.



2. Background

In this chapter we suey te «isting literature on difce information systemsThrough this €brt we
hope to establish what the term means, what characteristics such systempeatedeto hee, what
assumptions are reasonable to eakout their implementation, and what consequent analytic problems
result from these assumptions.

In the frst section we sumey various discussions on the nature dfaef work and ofice systemsWe
try to come to a consistent weof the problems in applying computers to thed of office work, and we
generate some principles concerning implementatiifice work is often "semi-structured", consisting of
some simple, highly algorithmic parts, and some "fuzzy", judgemental gaxteptions and unsatistl
assumptions frequently arisé successful computerizedfofe system must be Kible enough to address
these issuesFurthermore, difce work changes frequentlpr "evdves" which suggests that incremental
development of automation is more appropriate than an abrupt replacementa$timgemanual system
by a computerized onewith some form of nae user programming, the automation ofioé procedures
can be accomplished less painfully

In the na&t section we sumey the possible approaches to automation itefproceduresSeveral
systems and programming languages are outlined and discussed in terms of the principksdliscihe
previous section.Intelligent messages, automatic procedures, scripts and object-oriented programming lan-
guages each far solutions to some of the problems to be edlvitis the approach of local, useritten
automatic procedures that we choose vestigate further in this thesis.

2.1. What is Offce Automation?

Broadly speaking, in order to be successful, dic®finformation system must &kn integrated
approach to supportingfode work. Accordingto Hammer and Sitbin their paper"What is Ofice Auto-
mation?", man popular viavs of "office automation" are inadequate becausg ¢tbhacentrate on too small
an area, such as "the paperledsce! or "ofice tools", and thefail to capture dfce work as a whole.

They define "office automation" as: "the utilization of technology to inwerdhe realization of difce func-

tions" [HaSi80]. That is to saythe task to be accomplished and the proposed solution mustveviie

the contet of the entire dfce. All aspects of an fite information system must be igtated in order to

be able to xploit the interaction of related tasks and minimize the pain of augmenting or altering the sys-
tem.

They define an "ofice procedure" as: "a structuring framoek by means of which the inddual
tasks and aatities performed by difce workers are ayanized." Thestudy of ofice procedures rather than
just their constituent components highlights ploeposeof the actwities. Theseoffice procedures are typi-
cally semi-structured, that is, consisting of some routine, algorithmic parts and some "fuzzy" judgemental
parts. Thg define anoffice information systeras: "an intgrated collection of components that supports
the operation of an fite procedure" Routine sub-tasks may be totally automatBecision support tools
may be proided for the "fuzzy" parts.In ary case, an dice information system is not a spégifall-
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purpose cure-all,u it depends on the job to be done.

Ellis and Nutt in "Computer Science andi©é¢ Information Systems" daé ofice information sys-
tems as: "entities which perform document storage, velrimanipulation and control within a distuted
ervironment." [EINu80] An automated fofe information system "attempts to perform the functions of the
ordinary ofice by means of a computer systeriliey distinguish it from a data processing system in that
it consists of "a collection of highly interagti aitonomous tasks thakecute in parallel". Hammer and
Kunin state that, "An automatedfiice system is an ingeated and interconnected collection of components
under the supervision of an intelligent control program" [Hig®.

Morgan, in his paper'Research and Practice infl@eé Automation” identiés most dfce functions
as belonging to one of these caiges:

1. Communications

Informationacquisition, storage and retra
Dataanalysis and decision-making
Personahssistance

Task management

Communications wolves the intgration of electronic mailafilities, word processing, ¥ format-
ting and message managemenhhe second cag@ry can be seen as thdension of database management
to textual, graphic and aural dat@ecision-making can be aided by a rich collection of application pro-
grams for massaging and analyzing ddtéore intuitive wser interices that pnade us with models that
correspond to the ay we ordinarily think of real (as opposed to electroniitefobjects can simplify the
task of generating the information needed for the decision-making prd@ssonal assistance" refers to
a gab-bag of tools such as calendar programs and personal databases of phone numjtieirsg-theat
helps you aganize your time and yourevk. "Task management" refers to the automatic monitoring by the
system of the tasks that are to be accomplished: sifice @brk is typically eent-driven, an ofice infor
mation system should be able el track of wents and trigger ne events or at least notify us when there
is nav work to be done [M@80].

Office work is distrituted in time and space and mayaive the coordination of manparallel actvi-
ties being performed by dérent people in diérent locations [HaSi80]This work is "semi-structured"
[SSKH82] in the sense that it is sometimesywagular and algorithmic Although some of these adties
may be routine to the point where a machine could perform them, much obtkeaswinteractie aad
requires the attention of a human being [HaSi8Dffice work is riddled with unsatigdd assumptions.
Human interaction is often necessary because an understandjogl®is required to accomplish a task.
Therefore an difce information system must beXikle, or "open-ended", support partial information, and
handle missing information [FiHe80].

The ofice ewironment is constantly changing angblwing. Ratherthan instituting an difce infor
mation system to suddenly replace thesting system, one should introduce it gradually byelbgping it
incrementally [AtBS79, HaSi80]This can be done by starting with something closely modeled on the
existing manual system.

Ellis and Nutt point out that programming in arficé information system is a special problem.
Since these systems areveleped incrementallyit must be possible to incorporatewneode painlessly
The system must be capable of running procedures in parallel and in aididtfshion. Furthermore,
naive wsers must be able toveme direct control wer the programs.This could be accomplished by
generating code from user spémtions, by using programming-byample, or possibly by using syntax-
directed program editors [EINu80Lochovsky also points out that the approach of direct rather than pro-
cedural manipulation is especially appropriate for programmingfineoinformation systems [Loch83].
Fikes and Henderson suggest that other techniques arising from researchdialArttelligence may be
well-suited to dii ce information systems [FiHe80].

Because difce information systems are susceptible to frequent change, modeling and analysis are
likely to become ery important in understanding and maintaining aiving system [EINu80].Rulifson

a k0N
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predicts the adant of nave userprogramming, and the gring importance of database andwlanalysis,
procedure analysis and system instrumentati®ystems will be bilt that analyze procedures and docu-
ment flov and will be able to eliminate some procedures or reduce their ceitydlRuli79]. Hammer and
Sirbu dso state that an fo€e information system will include "ariety of tracking and monitoring€ili-

ties that enable the procedure as a whole tofbeteEly managed and controlledThese &écilities would

be used, forxample, for tracing document floand evaluating the performance of a departmemhey

also point out that "the best designefiaaf procedures cannot account for all unusual situations that may
arise ... thus, the fi€e manager will ha o possess both a global picture of thé ad procedures being
performed, as well as a detailed understanding of tbek wf each of his indidual subordinates."
[HaSi80]

2.2. Automating office procedures

There are aariety of ways of automating éte proceduresldeally these techniques should be con-
sistent with the principles established in theviines section.The alternaties dffer mainly in who is able
to specify automatic betiwur, and in who may be &cted by this behéour, directly or indirectly
Although diferent techniques are appropriate for solvindedént problems, we carvauate their appro-
priateness to automatingdfia®e procedures in terms of the criteria discussedeabo

Let us considerfor example, thead hocapproach to automatingfiafe proceduresThis might be the
case in a computerizedfimfe system where the automation oy given activity is implemented by a pro-
grammer Since ofice workers cannot bexpected to also bexpert programmers, this means that a pro-
grammer must alays be &ailable to translate the speicifition of an dice procedure into codeOffice
procedures, heever, typically deal with documents (i.e. messages) that must pass througtdiffarent
hands. Thesmessages may Y& wnstraints on them that are nowaus to the implementor of the proce-
dure. Aprogramming error can e farreaching side-éécts. Sincehe implementor virtually has a free
rein, we hae dmost no control ver the changes madd-urthermore, since the changes are written in an
arbitrary programming language, it can be arbitraril§i clift to ezaluate them.

We havealready established the need for aficef information system to be amegrated system.
Pached-in code could well undercut the systeability to keep all its parts functioning together properly
(A program that inadertently bypasses a system log could cause a message to become "lost in limbo" to a
tracing fcility, for example.) Thead hocapproach dils on almost all counts: it is clumssrror-prone,
inflexible and dificult to evaluate. Theonly adwantage is that there are no practical constraints on what
you can do.

At the oppositex@reme we hee g/stems with all the automatiowitt-in. Theintegrity of the system
is ensured at the cost offibility. The problem here is that we must anticipate all future negltsrna-
tively, changes to the system can be made only at a risk to systegnityntance reprogramming is
required with the possible introduction of errors.

It follows that the only reasonablewwto automate éite procedures when automation is to be intro-
duced incrementally and ixgected to requireafrly frequent alterations, is to Ve an extendible system.
Some means are required for adding peocedures or altering old ones without jeopardizing thegritye
of the systemlf we are to hae a fexible system capable of handling future needs without reprogramming,
then there must be a means of translating dpatidns for ofice procedures into code that the system can
understand. Whas responsible for the programming is another matftlis task may be associated with a
system administrator or possibly with the users theraselWhichis the case depends on the nature of the
application and the nature of the procedure to be automated -- dletirtytask in question directlyfatts
only a single usethen it would be highly desirable to v that person able to automate it himself.

We dall now look at a number of systems in order to establish what common featyrés\theand
what characteristics we must capture if we are to model these systems.
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2.2.1. SR

The System for Business Automation (§HdeZI77] is an IBM research projectitt around the
ideas of Query-By-Example (QBERuery-By-Example is a relational database iateefthat alles users
to submit non-procedural queries usingmple elementsA 2-dimensional s&leton of a table is dis-
played. Oneplaces gample elements in the columns of the table, sigscdfonditions on theserables
and indicates the ones to be displayed.

SBA extends this concept by alling users to program with objects called "esk(related tactors
[Hewi77]). A box has an identdr, input, output and content§.he input section consists of messages or
boxes to be receed and trigger conditions on the input$he output section describes the objebtsxé3
produced and the messages sditite specitation of a box is done in ashion similar to the speixiftion
of a QBE query

2.2.2. OFS

A similar approach is tan in the Ofice Forms System (OFS) [TRGN82Jsers sign on to arksta-
tions that are connected by a netlv They may create, ife, retrieve, modify and mail electronic forms.
Forms may also be "stapled" together into "dossiers" -vceeaimilar to aife-folder for keeping track of
an arbitrary collection of formsAll forms have a wique system-widedy that can be used for tracing their
passage through the syste@FS supports seral different flavours of form felds. Fieldamay be modif
able at ap time, or may be unmodible once the are filled, or may be required at the time of creation.
Special felds are the datéeld, which is automatically written with the current date, and the signagtlde f
which is automaticallyilied with the uses nrame when some otheefd is filled or modifed. Inaddition
there are tw flavours of automaticiéld which are computed as a function of §physically) preceding
fields on the form.One flavour will be evaluated only if all the ayjument felds contain some non-null
value, and the other fl@ur accepts nulli€lds.

Users may write automatic procedures that are triggered upon the receipt of Ineaifigger condi-
tion is specikd by flling in a set of form templates (calletietcheg with example elements (as in QBE).
The actions for the procedure are spedifby stepping through them manually with the forretskes.
Since automatic procedures may creatg foem instances and mail them to other users, a chain of cooper
ating procedures can be created.

2.2.3. Offcetalk

Officetalk [EINu80] is another system basedvilgaon the idea of electronic formsThat is, it elec-
tronically captures those objects that amifiar to us in a real 6te. AnOfficetalk "desktop" has an "in-
baslet", an "out-basit”, a "fle index" (filing cabinet) and a "blank stock inde Usersmanipulate these
objects directly with the use of a graphics mouse rather than through a command la@ffiag&alk sup-
ports the idea that one should rather tharexplain what is to be doneThe potential for forms and proce-
dures using forms in fite information systems has also been discussed irR1¥and [Geha82].

2.2.4. Imail

Imail [HMGT83] is an intelligent mail system that places the intelligence with the mesddgss.
sages are, in fefct, simple programs that can gem information, engge in a dialogue with their recipi-
ents, and then tekfurther action based on the responses vedeiSuchmessages can be used tihgr
information or automatically route themsedvdepending on the outcome of a dialoglikis approach to
automation wrks well when the information to be managed is scattered iy ditferent places.Auto-
matic procedures, on the other hand, are more appropriate for managing and coordinating information that
converges on a single location.
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2.2.5. Smalltalk

A concept that is becoming increasingly popular as a programming toolffifoe afformation sys-
tems is the "object"There are mandifferent working defnitions of objects, bt there are a fe key ideas
that thes havein common. Objects are ery similar to abstract data typeshey havea datic storage area
or "memory", and a set oflid operations or rules for manipulating the objebtis is also reminiscent of
the construct of anodule Generally howeve, one does not deal with objects by "calling" orvéking"
their rules lot rather by sending them messagksthis way objects are all equallhey communicate with
one another by passing messages rather than by calling and returning.

Smalltalk objects [BYTE81] are described by thassthey belong to. An objects gatic memory is
its set ofinstance variablesand its rules are calledethods The methods describe the messages an object
is prepared to accepth method consists of (1) a pattern (describing the selector andyitmants), (2)
temporary @ariables and (3) sompressiongi.e. actions).The epressions enable the object to (1) send
messages, (2) assiganables, (3) return aalue.

An expression consists of an object which is theeiverof the message, selector which species
the kind of message sent, and opticagjuments If a value is returned by thexpression, it may be
assigned to aariable. Expressionsiay be compositelnary selectors hae highest precedence; xteare
binary selectors, and thelkeyword selectors, which may ke sveal aguments. Thexpression "x + 2"
sends the (binary) message "+ 2" to the object presumably interprets this as an instruction to increment
itself by the intger 2.

2.2.6. 0z

Oz objects [NiIMT83] are similar to Smalltalk objecfBhey havecontentsandbehaviourconsisting
respectiely of a set of static localariables and a set daflesfor accessing themRules hae a &t of asso-
ciated conditions describing the circumstances under whighnthg be triggered.Those conditions may
include the successfulviacation of other rules in other objectRules may hee the ability to sponta-
neously ire up when their trigger conditions become true withoutinttgato be a&plicitly invoked by
another object.Oz is intended to be a prototype system for programmifigeoihformation systemsOz
objects are sfitiently general to capture bothfick procedures (at one end of the spectrum) and "intelli-
gent" messages (at the other end).

2.2.7. SCOOP

The System for Computerization offiae Processing (SCOOP) [Zism77] usesahgmented &tri
net (APN) as the basic ingredient for specifyindiod proceduresThis is a Petri net with each transition
augmented by a set of production rules that indicate what actions are ftatakwhen the transitioirés.
(See appendix C for a brief discussion of Petri neAs1)augmented Petri net may instantiate another aug-
mented Petri netThis approach warks well for firly well-structured procedures thatveaa easonably
long life-expectang. An augmented Petri net may "sleep" for hours or daysvem eonths in a particular
state while witing for some eent to occur The construct is not intended for batch processing of high v
ume, highly-structured applications, nor is it appropriate for completely unstructured procedures (i.e. those
handled by humans in an entirelgt hocfashion). TheSpecifcations Language for ®€e Procedures Ex
cution (SLOPE) [Pott78] is a non-procedural irdedf to SCOQP

2.2.8. Taxis

Taxis [MyBW80, Barr82] is a programming language for interectiitabase applicationdts fun-
damental objects amassesandinstancesf classes.Classes are instancesrmétaclassesA class has a
set ofproperties much like a database relation has attites. Oneslass IS-A another class if it has "at least
the properties" of the second clad$his means that it may ha alditional properties, or it may tea pop-
erties which arspecialization®f properties of the second classtudenis-aperson for example, with the
additional properties aftudent numbeuniversity etc., and the specialized propeatyewhich is restricted
to integers greater than 16, sayaxis supports aariety of augmented Petri net called thexi$ script
Each transition in aakis script may hae & most one set of conditions and actionsybeer, rather than a
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list of condition/action pairsCommunication between scripts is afkd.

2.2.9. BDL

The Business Défition Language (BDL) [HHKW?77] is aery high level programming language for
specifying data processing applicatioriiere are three components to a BDL progrdie form deihi-
tion component défes the pisical layout of documentsiefd names, their data types, and so dhe
document flav component describes datavflovith a directed graph with program steps aiekfas its
nodes. Astep is enabled if there is a document for each of its inputs (mech Riri net transition).The
document transformation componentide$ the actions of a program step on its input documents.

2.2.10. OSL

The Ofice Specitation Language (OSL) [Hakg0] is a formal language for describindi oé proce-
dures. Thdwo major components in a specktion are the description of the application domain -- that is,
the objectsrelevant to the application -- and a description of the procedures manipulating those objects.
Objects are described usingariant of the semantic data mod@&lhe life-g/cle of an object is managed by
an initiating procedure, an administiaiprocedure that manages resources, and a terminating procedure
that archies the object. The language hasulit-in constructs for describing hoexceptions and special
cases are to be handled.

2.2.11. Inbrmation Control Nets

An Information Control Net (ICN) [EIli79, Cook80] is a formal model for capturing and analyzing
information flov within offices. Themodel is useful for detecting deadlock, analyzing data synchroniza-
tion and detecting communication bottlenecBame restructuring and streamlining of procedures can also
be done within the modelA procedure can be displayed graphically as a collection of nodes representing
activitiesconnected by arcs representing precedence constréiativities may access a set of input and
output repositoriesThis input and output relationship can also be represented graphically withrdioes.
mation flav and control flav are thus distinguished, being represented through separate relations.
Information control nets are capable of capturing parallelism, conflict and coordination as are Petri nets.
Activities that can be eliminated or coalesced are detected by studyingafople, whether or not tiie
permanently store gninformation, and whether precedence constraints are peeseafier thg are coa-
lesced.

2.3. Summary

In this chapter we & surveyed the preailing attitudes concerning automatindioé proceduresin
particular we havediscovered that dice procedures tend to be "semi-structured”, consisting of some rou-
tine, algorithmic parts and some judgemental pafistomated dice procedures must be capable of inte-
grating these partsThey must be capable of handlingaeptions gracefully The nature of the ark often
changes orwlves, and the system must be capable of incorporating these ch&mgdarly, it is desir
able if automated asfities can be introduced incrementallk useful way of accomplishing this is nag-
user programmingAlthough this may be inappropriate for certain applications, there arg sitaations
in which users should somekde ale to automate theimm office procedures.

Typically, procedures appear to beeat-driven. Ewvents in these systems include thevatmdf mes-
sages, the moddation of forms and documents (i.e. user input), and the passing ofltimagldition, pro-
cedures may need to coordinateesal events by waiting, for ekample, for a collection of messages to
arrive. Additional conditions may include constraints on the messages and on user input.

It is generally cowmenient to partition a system intoonkstations that he a finction logically similar
to desks. A workstation is associated with a single role, usually a single peftsomary applications,
office procedures may be associated with tbekstations (this corresponds to therlwassociated with the
role). Oneexception is the Imail system, in which automatic hédar is associated with the messages
themseles. Whenoffice proceduresre local to a verkstation, naie-user programming is a useful
approach to automating therithe users, who are presumably the mosttedgeable about the task to be
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automated, are thus able to directly specify the automation without the useinfeamediary (i.e. a pro-
grammer). Thes#cal, usetwritten procedures may consist of a single step tlaisvior a set of vents

(such as message a&dls) and taks some action on the objects collected when it is triggekéidrna-

tively, procedures may be scripts resembling Petri nets augmented with additional conditions and actions.

The literature on difce information systems thuarfhas focused mostly on non-theoretical issues.
Many papers hee cealt with the requirements for a successfticefautomation system, and yHeavepre-
sented detailed guments outlining thedy aeas of researchOther papers v& provided practical solu-
tions to some of these problems, notably: presentingircing prototype evironments for computerized
office work; suggesting languages or framoeks for specifying andx@cuting ofice procedures; and pro-
viding reasonable and intuig interfaces for automated adgties, such as programming-byample in
SBA. Finally, there has been some research into des@iptbdeling of ofice information systemsThese
models are typically used to aid in the design of systems, orvapra specitations language which may
(possibly) be directly»ecuted. WWth the exception of Information Control Nets, this author Wsoof no
theoretical models for studying and analysing the Weha of office information systemsThis thesis
addresses the latter problem by presenting a model for describing théobeltd ofiice systems with
automatic message-handling, and by introducing some techniques for analysing instances of the model.



3. Message flar modeling

Before we can lign to address questions of global bébar in message management systems, we
need a formal franveork for discussing automatic procedurékhis framavork must be paerful enough
to capture quite general procedures should be diorced from ag particular implementation of themit
is immaterial, for gample, whether procedures are written in some higi4gogramming language or in
some intermediate code generated by a programmingdipge interfice.

We will first present a model for describing messages and the procedures that manipulate them.
Although we mak some simplifying assumptions about procedures, we willvsthat quite general betta
iour can be captured within the comds of our model.The terminology and notation introduced in this
chapter is summarized for reference in appendices A and B.

The concepts afmessge dassesandmessge sateswill then be introducedMessages in the same
class ghibit similar behsiour in that thg potentially encounter the same sequences of procedites-
sage domains are partitioned into state spaces in order to identify the message ®lassage paths
traced by messages in the same class can then be thought of as alternating sequences of message states ar
procedures. Thmatter of hav to partition the message domains is discussed in thenfoigpchapter

3.1. Notation

We sall bagin by introducing the notation for our modeAlthough some of the reasons for our
choices of notation will be selfr@lent, others may not be immediately ste shall discuss some of these
choices in greater detail in the folling section on modeling.

3.1.1. Locations

The logical conifjuration of an dfce information system is similar to that of a/pical ofice. There
are a number of arkstations ("stations", for short), each of which is capable of communicating witf an
the others. Whether or not the system runs as a collection gfsighlly independent communicating
machines or not is immateriaSimilarly the nature of the communication medium does not concern us
here.

The collection of wrkstations is represented by:
S={sy, - -sn}

In addition we hee Wwo pseudo-stationsa andw, that represent creation and destruction of objeCte-
ation and destruction are thuspécitly modeled. In some situations such stations wikist in truth:
destruction of documents may iact be implemented by permanently avelg them; also, creation of
documents may be the responsibility of avifgged authorizing agent that assigns,, sayque identifers.
We require only that no messages be seat &md that none be reged from w. That is, thg must behae
assouiceandsink respectiely. The set of stations and pseudo-stations is:
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s =SE {a,w}

Mailboxes are intermediate locations between statidessages passed between stations must be
put into a mailbox just as ghical documents are placed in an "in-trayithough there may not be yan
“real" mailboxes in the system we are modeling, thisvadlaus to distinguish betweenmenail and prei-
ously-seen messagefurthermore, our model has one mailbox feerg ordered pair of stationsThis
allows us to readily identify the sender of a message withaindn#o resort to modeling senderfield for
messages in transifhe latter approachauld be entirely equilent, havever. The set of all mailboes is
thus:

wheremy; is the mailbox for messages sent frgnto s;. Note thata and w do not hae mailboxes. A
message "from& appears at the station creating the messAgeessage that is desyed goes directly to
w. A station is alloved to mail messages to itself.

The set of all locations is

and, with the pseudo-stations:
L*=SE ME {a, w}
The set of locations from which may recere messages is:
L(s)={a, s} E {ml 1EKE N}

This is thelocal scopeof s, -- the locations that are accessible to the procedurgs &essages may be
created at, they may already reside locally at, or they may arrive by mail from ary of the N stations
(includings itself, if desired).

Similarly s, may route messages toy#étmng in the set:
R(s)={w, s} E {my| 1£K£ N}

(Note the reersal of subscripts on the mailbes)

3.1.2. Messages

Messages are assumed to be structured, and belong to oneraf messge typesthat encode this
structure. Theet of message types is:

X:{Xl’...XK}

The domainof a message type is assumed to be the Cartesian product of theeatiomains.(The
attributes are the Iélds" of a structured messagé&Ne have therefore:

dor(x,) = P dom(X;)
i=0

wheren; is the number of attrilies of message typ§.

We resere two dtributes, X;q and X;; for the identity and thelocation of a message, respeadly.
The identity of a message instance is the only atgibhat is neer allowed to change.Since message
instances may changalue, we need some aa@ntion that allevs us to kep track of their identityWe
thereby also distinguish betweemassge nstanceand amessge \alue a message instance may assume
different messagealues at diferent points in time.dom(X;g) may be ag enumerable set; for simplicity'
sale we may assume it to be the set of pasitintegers. Ofcoursedom(X;;) = L (a message whose "loca-
tion" isa or wis not eplicitly represented) A message alue is represented by
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xT dom(X;)

The kth attritute of x is denoted by eithex, or x[k]. (The latter notation is generally used wheiis the
jth message in a tuple of messages/(. .. ,x,...), 0 x =t[]], andx, = ¢[j][K]. Messagduples are dis-
cussed belw, in the section on proceduresThe identity ofx is Xg, and its location isx;.

The system statés the collection of all thealues of &isting message instance$here is a set of
messagealuesD; for each message typg. The system state is:

D=< Dl,"'DK>

whereD;i dom(X;). We do not represent messages whose "locationd' i w. Such messages & rot
yet entered, or tlyehavealready left, the systemVe dso insist that eacB; contain at most one message
with a given identifier, i.e.

vxi Dj, yI Dj, Yo = Xo = y = X
Identifiers are therefore unique within message tyg#@g.encoding type information into the idersifs,

we could mak them unique across all message types as V@fice we are generally interested in mes-
sages of spead types onlyhoweve, there is no real need to introduce thisnefent.

In addition, we adopt the ceention that
D(l) = D; wherel = X;

(i.e. if | is an arbitrary message type tHe(l ) represents the set of instances of that type).

3.1.3. Pocedures
At each statiors, T Sthere may be a set of procedures that automatically process messages:

P(s) ={pjI1£ j £ k;}
wherek; is the number of proceduressat The set of all procedures is:

=E NP(s)

Every pl P has a set ahput typestrigger conditionsandactions A procedure (within our model)
is a single-step asfity. A collection of messages (inputs) matches the trigger condition and the actions are
performed, causing messages to be nexdlifpossibly created or desgeml) and routed.The input types
are the types of the messageseeds in order tovaluate its trigger conditions:

1(p) =< lpp, -1y, >

wherel ;T X. |, is the number of inputs tp.

The inputs to a procedugeform a set, or rather a tuple, of messages that we calpahtuple We
usually represent such a tuple by the symbatherex =¢[|] is the jth input message ang = ¢[j][K] is
the kth attritute \alue of the jth message.Such a tupler may trigger procedurepl P(s) if

b
t1 P dom(l ;) and it satisies the trigger conditions gd. In addition, the messages inmust be wailable
i=1
to p, that is,¢[j][1]T L(s), and each of the messages imust be unique (a message taay two roles
for a single procedure)We formalize this in the sef(p) of message instances that may triggérs;,
where:

|P
1. T(p) El don(l )
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2. T TP = 1M []I00] = ¢[K][O]) = j =k

3. t1T(p)=Vj[jll1]l L(s)

Tuplet can thugrigger p if 1 T(p) and for alll ;T 1(p) we haver[j]T D(I ;) or the jth message is to be
created byp (i.e.t[]] does not gist yet). We then say thap is enabled

In order to disambiguate conflicts between procedures, we &dioa partial ordering ** of proce-
dures. Ifboth p and ptare enabled angd > p¢ then procedurg must be ifed. We say thatp has prior
ity over pt pt¢may only beifed if it is enabled ang is not. This is useful ifp is triggered when message
X matches some coordinating messggad p¢is triggered when there is no coordinatingWithout par
tial ordering of procedures itauld be impossible toxgress the condition: itk p¢with messagex only if
there is no matching message For example, if procedurg matches imentory forms to order forms and
ptlooks for order forms for nonxéstent items, then the onlyay to capture the trigger condition péis to
have it accept all order forms not accepted fby

Actions map input tuples to output tuplel our model, there is a one-to-one correspondence
between input messages and output messagesif the pocedue aeates or destrtys some mesges.
This is wly we need the pseudo-statioasand w. They alow us to (somevhat artifcially) model mes-
sages that are created asvamg froma, and those that are despexl as being sent te.

The action of procedurp is a mapping:
lp
A(p):T(p) ® F’1 dom(l )
J:

such that the identities of input messages averrehanged, and tlyeare routed only to alid locations.
We se the notatiom; to refer to the indiidual attritute mappings oA(p). If ¢ =A(p)(¢), then

ap:t® gk

For each j, therefore,a;, is the identity map (cahadlter identity ofz[j]). Also, the a;, are therouting
functions sincg theg are responsible for updating the location atités. Clearlythe domain ofa;, is
R(s), wherepl P(s).

Within our model, user inputxternal databases and other outside sources of information are not
explicitly represented.When procedures makuse of eternal information, we consider the mappings of
the procedures to map tochoice of possible alues (modulo the outside information sourcef)e A(p)
are therefore not necessarily wellidefl (i.e. functions).Consequentlywhen we perform our analysis
with traditional machine models such &sté automata and Petri nets, a certain amount of non-determin-
ism appears that may not necessarily\ident in the system under analysis function that sets aeld of
a message to amhing a user wishes to enter is therefore modelled as a mapping from the input message to
the entire domain of that messagdd. We should therefore &ep in mind that this "non-determinism" is
often an artiict of our attempt toxelude arbitrary information sources from the outsideleas

If ¢ triggersp then the system staf@ is updated to reflect thérihg of p. Input message instances
are replaced by their wevalues. Ift ¢ =A(p)(¢), then the n& system statdd¢ < D¢, --- D¢ > is defined

by:
D¢ = (D - {¢[jlll = Xi}) E {t &jll(1 g = XA €j][2] * w)}

Messages that are degted are simply deleted froD¢.

3.2. Modeling paver

The purpose of our model is to pide a precise contéfor our discussions of messagewfland of
global behwiour. First, we must covince ourseles of the appropriateness of the moded.do 0 we may
ask, "What kinds of systems are we able to capture?", "What are the inherent assumptions and limitations
of the model?", "What properties does the modhlhEt?" and "Hev do systems correspond to the model?"
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The surhce assumptions that weveamade are that there are discrete "locations" theg lsantrol
over messages, that messages are structuretidse little or no huilt-in intelligence, and that procedures
are stationarythey reside permanently at the locations, ang tire efectively "memoryless"” (though we
shall see that this is not really a restriction).

3.2.1. Locations

Locations in our model are eithepvkstations or mailbes. Wrkstations se to subdivide a sys-
tem so thateery message andrery procedure "belongs" tocactly one station.This corresponds strongly
with the idea of pysical documents éng a unique location and a unique person in control of it wat an
time. We haveprovided distinct mailbogs for each ordered pair of stations in order to more easily identify
the source of messaged/ithout these distinctions weowld need to elicitly include asenderfield with
all messagesNaturally there need noven be mailboxes in the real systemin that case, the mailbes of
the model wuld simply &ist to represent thaft that a message has been senhbt yet seen by its recip-
ient. Conceiably one might wish to further suhdile stations into "directories" for the purpose afaniz-
ing groups of messagesuch an etension could easily be made to the model bywaig for a set of
"directory locations" belonging to wrgiven dation. For simplicity's sake, havever, we sall presently
restrict the locations toavkstations and mailbes.

3.2.2. Messages

Messages are "structured" in our mod&lcollection of messages of the same type is\etpiit to a
database relation where each message is a tuple in the relBtierdomain of a message type is assumed
to be the Cartesian product of its atfitdo domains, lit we do not mak any assumptions about the attuite
domains other than thatles in the domain benftely representable in a compute¥essages could
therefore be composed oktdields, graphical images, and so dlessages are assumed to containigef
number of attribites, it most documents (such as forms) can reasonablypeeted to satisfy this restric-
tion. Note,however, that an attritte could be a i field alloving, for example, a thirty-page report to be a
"field" of a message.

3.2.3. Pocedures and multi-step actiities

Procedures are assumed to be "personal” -- that ysrehigle at a single evkstation and do not look
at messages at otheowrkstations. Othekinds of automated awtties may of course ist, such as the
“intelligent messages" describedaoaisly. We ae interested, hwever, in procedures that handl®wmes
of messages passing through widiial stations, rather than procedures thavemioom station to station.
This corresponds more closely with our idea ofkers haing a fairly well-deined domain of responsibil-
ity.

The procedures of our model are not necessarily intended to completely represent an automated
activity. A procedure may be just a single step within a more complicated task to be accompished.
thermore, these procedures do notehany "memory"”, though it is clearly useful to be able to "remember"
a message that has been seen befditeere is a dference, though, between automatedvis and our
usual vay of thinking of computer program&Vhen a program isxecuted, it is allocated some mempry
given some processing time, and it runs to completidhere may be some siddagdts, ut generally the
traces of the program'sxecution disappearAn automated actity may, howeve, be interrupted and ha
to wait for a long time (minutes, days, months ...) before it can restliime."'state" of the aatity must be
remembered if it is to continue from where @swbefore.This information strikingly resembles a message,
since there is typically a well-de&d list of things to rememheiThe state of the agity can thus be
passed from procedure step to procedure step as a message, without the ngeattfer apecial mecha-
nism for remembering informationFurthermore, an acfty that doesspan seeral workstations can be
captured by modeling all informatiom@hanged as messagéekhere is thus no need for procedures teeha
a ecial "memory".

To demonstrate he useful this idea is, consider an adl that is structured as an augmented Petri
net. The'state" of a Petri net is itsarking the number of toéns in each of its places (see appendix C).
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(The places of the augmented Petri net may or may not be interpreted; in the Petri net of procedure interac-
tions described in chapter 1, the places represented the presence of a matseten ihe automated

activity they may well hare a vey different interpretation or possibly none at alfthe transitions of the

activity represent indiisible "steps”, then we may translate them to procedures in our mdaew mes-

sage type is added to the system representing the "state" of the augmented Petri net (i.e. of the automated
actiity). Thestate of the augmented Petri net consists of the current marking of the underlying Petri net,
the identities of the messages it maifand the alues of ap static variables that are to be "remembered".

The steps then translate into procedures with inputs as before, one per original message type, plus an addi-
tional input for the message that stores the state of thatyacfThe trigger conditions of the procedures in

our model vould encode the markings for which the transitions of the augmented Petouldthe trig-

gered.

As an atremely simple gample, consider the diagram iigdre 3.1. This actvity is used to track
down documents.Transitiont; allows one to generate a request for information about a docurOemt.
must supply a short description of the request and someone to whom the request should initially be sent.
Placep; represents a requestviteg been createdTransitiont, causes the request to be mail&acep,
represents an outstanding request for which a respongeifech A response may befafmative (‘yes --
the document is ..."), getive ('no -- | have ro idea") or tentatie ('l dunno, lut why don't you ask ...").If
the response is tentadj t; fires, sending a merequest to the named usdf the response is gdive a
affirmative, thents fires and reports the response to the initiator of the regligst. response is recsid
within some reasonable time limit, thgrfires and issues a reminder

I3

Figure 31: An dffice actvity

The state of this aefity includes the marking of the Petri net, the identity of the request/response
message beingaaited, and the staticariables containing thexteof the request, the identity of the person
to whom the requestas issued and the time that the request mailed.Within our model the transitions
of the Petri net are represented by procedures that are triggered by the presence of the request/response
message and another message that encodes the state ofitye dtte single gception ist; since it is the
step required to initiate the agty -- before it is fred thereis no actvity state message.
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By thus recording the state of a multi-stefiaaf actvity in the contents of a message uszdie
sively by the steps of the aeify, and by translating those steps into procedures triggered by the presence of
the input messages and the \dtti state message we can capture the notion ofitesi with "memory".
Furthermore, it is\en possible to distribte such actities across seral workstations by mailing the state
of the acwity like an ordinary message.

3.3. Message paths

Our model of message managementvgiprocedures and locations as being basically static entities.
Although procedures are altered andrkstations may be added to a system, wmeet these wents to
occur infrequently compared to the rate at which messages are processed aied impdlife procedures.
Also, we do not xpect to be able to formalize the changes in procedures and in systégaredioh in the
same \vay that we can formalize the changes in messages (through the procedigres)y try to measure
the lage-scale changes in proceduresy@ar, in how they effect the behdour of messagesSince it is
the behwiour of the messages that best characterizes what is actually happenimggatambasis, it is
here that we are to concentrate odort$ in analyzing global bekeur.

What is immediately visible is that messages are created, areigdaatifd routed by sequences of
procedures at didrent workstations, and areventually destrged. We can think of messages as tracing a
path through the netark of stations as tlyeencounter diferent proceduresin between the procedures
they acquire diferentvalues(including theirlocation) which the hold until the n&t procedure changes
their value. W& may thus think of anessge math as being not merely a sequence of procedures encoun-
tered by the messagesitkas an alternating sequence afues and procedured.his message path is an
expression of "message Wd since it encapsulates all the locations a message visits during its lifetime,
especially if we allev ourseles to think of procedures astieemely brief, temporary "locations".

A certain amount of ariifial non-determinism appears in the message paths due to coordirfation.
message may be handled by ammber of procedures depending on the coordinating messages that it
encounters at those procedurés order form may be routed in tifent directions, for»ample, depend-
ing entirely on whether there are fsciient items in stock listed on the correspondingitory record. We
cannot, in general, predict in athce what alues those coordinating messages wilheo we cannot pre-
dict what path a message will tradéis concevable, havever, that we may be able to determine what
of message paths avgh message may tracelo do this one would have © list the procedures that might
handle a message, then, for each procedure, list all posalbkswthat it could acquire xte and so on.
Depending on whether or not there are unique coordinating messages at run time, the action performed may
or may not be uniquely determineth either case, lwever, when we restrict our model to a consideration
of a single message type at a time (as we do with message paths), the actions performed are not determinis-
tic.

3.3.1. Rth-equivalence

To completely characterize the befi@ur of messages of a single type, ormuld have o do this for
all possible initial alues of such message#/e may be able to simplify this task by considering ggui
alence classes of messag@wio messages are deemed toplagh-equivalentf the sets of possible proce-
dure sequences thenay encounter are equalhat is to say messages path-equivalento messagg if
X can potentially encounter wrsequence of procedures thaican potentially encounter (@gn the right
coordinating messages), and viegsa. V¢ may formalize this as follgs:

Supposexi dom(X;). Let
P ={pT PIXT1(p), X =1, §¢1 T(p) such thatx = ¢[ j]}
i.e.p(x) is the set of procedures that may be triggerea.by
&) = {APOLIPT PRI, £TT(p), Xi = 1, x=¢[]]}

i.e.’éb(x) is the set of @lues to whichk may be mapped after triggering
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Finally, we wish to deifnell\(x) as the set of possible sequences of procedurescthay encounter
That is,’l\(x) is the language (i.e. set of strings)epthe alphabeP of procedures representing the possible
sequences of procedures tikahay trigger We may defne’l\(x) recursvely as:

i {pl (x9]pl P(x), x¢18,(x)} if x, * wandp(x) ! &£

) :} / (the empty string) otherwise

n
I

We all /I\(x) a messge fow languaje Sequences terminate, of course, when messages areyddstro
since no procedure can be triggered by a message whose locatioBame strings in the languages may
be infnite, if messages wer get destrged.

Now we may say that

N N
x~yif 1(x) =1(y)
that is,x andy arepath-equivalenif they potentially trigger the same sequences of procedures.

Our hope is that we may be able to simplify our problem of capturingioginan terms of message
flow by limiting the number of messages that we musah@ne. Ifwe can separate messages into\equi
alence classes, we may be able teessame work and obtain a cleaner description of hébar by obtain-
ing expressions of messagewdor the classesUnfortunately this is not an easy problefitVe an shav
that it is possible for a message system to simuladePetri nets at once so thatdwnessages are path-
equialent if and only if the corresponding Petri net languages areabepi. Sincethe latter problem is
undecidable, so is determining path-eqléince. Theproof follows.

3.3.2. Undecidability of path-equvalence
The following defnition is from [Pete83]:

Definition 3.1 : A languagd. is anL-type Retri net langugeif there ists a Petri net structur®(T, |, O)
(as deihed in appendix C), a labeling of the transitisng ® S, an initial marking m and a fnite set of
final markingsF such that. = {s(6)IS *|b1 T * and d(m b)1 F}. (The net-state functiong(mt) = nf
is extended to sequences of transitions in thdaals way, i.e.d(mtb) = d(d(mt), b).)

The languagé. is therefore obtained by mapping transitiom§y sequences to stringse S via the
labeling function.Of course, the transitioiiring sequences themselvform a Petri net languageeoT by
using the identity map as the labeling functiddote that through the permigsimature of Petri nets, one is
not obliged to stopiring transitions when a itfal" marking is reachedOne may continueirfng transi-
tions, passing througlinfl markings as often as possiblEhe deinition of the language states only that
we must be in arfal marking when we do decide to stop.

There are 12 classes of Petri net languages described in [Pete83] each with slfghtiyt ditini-
tions. We ae interested here in the L-type languages thatvaiti-distinct lut non-null labeling of transi-
tions. (Theseare knavn as the nori-, non-free labelings.)

Lemma 3.2: Every L-type Petri net language is a message flnguage.

Proof : By construction. (Whemsymbols in the Petri net notation are identical to those in our notation, we
shall distinguish them with an accent, faampleP for Petri net places arfé¢for procedures.)Let L be a

Petri net language as in defion 3.1. Let the set of procedurd® = S Consider message type§ and

X, as follows:

Let message typ&X; have ame attritute for each place i in addition to its identity and locatioriThe
domaindom(Xy;) of each of these attrilies is the set of non-gaive integers. Amarking mis thus repre-
sented by a messagavith attribute 7 = X4, (X, being the location of the message).

In addition, let message typ& have an atribute X5, whose domain i, the set of Petri net transitions,
and an attribte X,3 whose domain is { "yes", "no" }(This attritute will be used as a "toggle" to decide
whether to stop or to continue when we reachral'fmarking.)
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Let | € p) =< X3, X, > be the set of inputs types for eaph Let T¢p)i dom(X;)~ dom(X,) be defined by:
T&p) ={(x,y)| x representsn y, =t, s (t) = p, t is enabled in7}

That is, p is triggered ifp is the label for some transitidnandt is enabled in the markingithat x repre-
sents. Thenessagey exists merely taselectwhich transition is to be used, sinpemay be the label for
several.

The action ofp modifies x to representtwhere ntis the marking that results frormifg transitiont
in marking m In addition, if the marking»¢1F, then p may conditionally destsox if y; ="yes". Thisis
necessary since the defion of a Petri net language als us to optionally continuérihg transitions een
after reaching a Ifial" marking.

It should nev be dear from the construction tha{m »)1 F if and only ifs (b) is a ptential proce-
dure fring sequence that desy messagex representingm We need only supply one message
yl dom(X,) for every combination ot T and "yes" or "no".The non-determinism of our message model
guarantees a choice of procedurmds for every corresponding choice of transitionrigs. Consequently

L :/I\(x). 0
Note that message typ& is not strictly required, since we may construct a single message type that
combines the attriies of bothX; and X,. A new "toggle" attrilute would be used to tell us which of the

two dd types are represented by an instance of thetyppe. Theresult can thus holdven in systems
where there is only a single message type.

We may naw state the main result:
Theorem 3.3: Path-equvalence is undecidable.

Proof : LetL andL¢be two Petri net languagesConstruct a message system that simuladéisPetri nets

at once by letting; have enough attrilntes for the places of both nets and a "switch" ati@ioXq,icn that

tells the procedures which net to simulaléhe switch attribte is set at the time of message creation and
must not be changedd message can thus represent a marking in either net depending on the switch set-
ting. (Obviously, messages are not alled to hop from one Petri net to anothserthe switch may not be
changed.)

Procedures are triggered by messages that represent markings in which transitions for the appropriate
net are enabled (as al@p. Thetrigger conditions for the procedures are of the form:

T&p) ={(x, y)|x representsn Xsyich = L, y> =t, s(t) = p, t is enabled in7}
E {(x, y)|x representsr Xgyitch = LG ¥o =1¢ s (19 = p, t¢is enabled in

Actions similarly mapx depending on the setting ®fiich-

Now consider messagesuch tha’l\(x) = L and message¢such tha’i\(xd) =L¢ Suchx andx¢exist
by the construction diemma 3.2 Clearly x is path-equialent to x¢if and only if L = L¢ Since the latter
problem is undecidable [Pete83], so is the former

The P-type Petri net languages include strifs) obtained from allb such that/(m b) is defined,
that is, fromall transition fring sequences, not just those that end in somal'fnarking”. It is also unde-
cidable whether P-type languages are \semt. If we extend message flolanguages to include proce-
dure fring sequences that do not result in the destruction of a message, then paflerezpiis conse-
quently still undecidable.

3.3.3. Message states

Since path-equilence is undecidable, it appears that we are asking too much ¥p&et¢o obtain
an haustve dharacterization of message\ilo Nevatheless we may be able to nealse of a weadr
form of path-equialence. Oneof the reasons that we run into problems is that Petri nets garahafi-
nite number of statesMe ae required to &ep track of too much information about tleue of a message
if we are to characterize the paths it mayetaincehere is already a Ige dgree of uncertaintydilt into
the message paths (due to coordination), it hardly seerthwhile to distinguish so sharply between



3.3. Message paths 26

different messagealues. Furthermoresince we cannot fefctively analyze message paths when we do
keep such detailed information, we are forced to emakne simplifcations.

Naturally one simplitation is to limit the paer of proceduresin chapter 4 we shall consider pro-
cedures of arying dgrees of compbaty. We would still like to be &le to obtain some results for more
general procedures, so the approach we ik try and limit the number of "message states" that we need
to consider We may do this by partitioning message domains intmiéefnumber oimessge dates each
of which represents a collection of "similar" messag&’s. thus eliminate the need to consider a potentially
infinite number of messagalues, and we obtain message paths that are considerably lessxcdpmplee-
dures will map messages from one state to another if therg imessage alue in the ifst state that it
maps to somealue in the second stat€learly the art is in choosing the partition of a message domain in
such avay as to lose as little information as possible.

An obvious frst attempt at such a patrtition is to allone message state for each statigfi. mes-
sages at a gén dation (or ay of its mailboxes) would then be considered egalent. Thisnaturally corre-
sponds to the notion that procedures at a station can only be triggered by messageyothat station.
It is easy to see, @ver, that this would be inadequate to handle the case whefer€ift procedures at the
same station va dfferent ways of handling similar messages fronfatint sources (such as in onam-
ple from chapter 1 in which meorder forms to beilfed come from one source and those thaehdready
been flled come from another source).

Our net attempt might be to va a nessage state for each location, thus distinguishing between
messages from dérent sourcesMessages awing from the same source maypweve, be interpreted
differently depending on theialue. W would therefore lik to include as much information as we "rea-
sonably" can, yet still h@ a fnite ("reasonably small") number of message states to considtére next
chapter we shall considerays of producing a reasonable partition.

3.4. Summary

The message system model presented in this chaptessal®to describe the complateractions
of office proceduresWe represent messages, stations, maiisoxnd proceduredviessages are assumed
to be structured and resemble tuples in a relational databéesssages of the same typevéaahe same
structure. Messagestances also kra a wique identity and location, the former being unalterable and the
latter being either a station or a mailbox.

Procedures are associated with stations, and may manipulate messages at that station or one of its
mailboxes. Procedurebave a fxed number of inputs of ggn message typesA procedure may be
executed if its trigger condition holdsser some set of input messages of the required typée action of
the procedure enables it to ajtereate, destipand route ay of its inputs. One may place priorities on
procedures to disambiguate situations wheie civmore procedures may be triggered by the same input
set.

The most seere limitation of this model appears to be that procedurge ha memory In fact,
however, it is possible to "simulate" the memory of a procedure by addingvanmessage typeComple,
multi-step actiities can be modeled by a collection of single-step procedures (possibly residing at more
than one station) and a single "message" that is used to record the state ofithe \Atiaveshovn how
one popular scheme for describindioé actvities, the augmented Petri net, can be captured within our
model.

With our model we can easily display such properties as parallelism, non-determinism, synchroniza-
tion (coordination of messages) and conflict (competition of procedures for messages).

There is no ®plicit mechanism within the model for adding stations or altering procedRather
the model is intended to represent systemaebafor a gven configuration of workstations and proce-
dures. Changeis the coniguration are interpreted as changes in the modé.cannot, of course, predict
what changes in coigluration are to be madeytowe can predict the bekiaur of the system for a gin
configuration. W @tempt to characterize this befiaur in terms of the objects that are maatifin a rgu-
lar way, namely the messages.
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Our intuitive rotion of message beliaur is the flav exhibited as messages are shunted from proce-
dure to procedure and as the@lues are changed in the proce¥ée try to characterize messagewidy
the path that it traces: an alternating sequencealofs and proceduresVe would like to dassify mes-
sages according to these paths by grouping together thoseuwbdtdn@otential for encountering the same
sequences of procedure®/e $ow, howevae, that this notion of equélence is too strong, and that we
therefore cannot hope to characterize messageibehan this way.

We may nevertheless obtain some results by simplifying our problem sdrae If we can partition
message domains intinite state spaces then we may be able to obtain paths in terms of "message states".
Although we lose some information by grouping messages that may not be capablevidgbiecisely
the same paths, we hope w@irgby achiging an &pression of message Wothat pravides us with some
insight into the behaour of a message system asiked by the procedures in itn the folloving chapter
we shall ivestigate the problem ofriding a "good" vay to partition message domains.



4. Message fla

In the preceding chapter wewveoped a notation for describing automatic habar in message sys-
tems, and we discussed the ideflamessage flo as ameasure of system behaur. Since it is not, in gen-
eral, possible toxnaustvely enumerate all potential message paths, we must seek some less demanding
way of describing message flo The dificulty in classifying message paths seems to be a consequence of
the number of alues that messages of aegi type may acquire being practically unlimitedle ae reluc-
tant, havever, to consider only messages witinife domains, or to consider onlyveeely restricted proce-
dures. Oumpproach to this problem is to consider onlyngd number oketsof messagealues by parti-
tioning message domains infaife state spacesA given message alue would therefore be in only one of
a finite number ofmessge dates This allavs us to consider lge or infnite domains as beingfettively
finite. Aswe shall see, thidriteness mads our analysis of messagewldractable by saciifing some
information.

In this chapter we will considerays of deeloping a reasonable partition of message domains by
classifying diferent kinds of trigger conditions and actiori€ontrol attritutes" appearing in trigger condi-
tions and actions are used to partition attiébdomains and message domaiAkyorithms and techniques
for collecting the necessary information about control atteid are presented.he message domain parti-
tions may then be used tovékop a fnite state machine model of messagavfléSymbolic messages" are
introduced as a technique faatgering the na message flov data. Thes&ata may then be translated into
message fl expressions that describe the state transitions that maydtaie.

4.1. Message paths and states

In this section we shall consider thdeef that trigger conditions and actionsv@apon message
flow. By studying and classifying triggers and actions, we hopeato gome insight into the matter of
defining message statedVe will develop the notions of "selection atttites”, "routing attribtes" and
"control attributes" as being crucial to an understanding of message flbese attribtes appear in the
trigger conditions and actions, and either directly or indirectly influence the path that a meseage tak
Later in this chapteefter we consider the ddrent vays these attrilies afect message betwaur, we will

shav how to use these ideas to generateté state models of messagenlo

In chapter 3 we dafed a "message path" as an alternating sequence of mes$sagg and proce-
dures. Thepotential sequences of procedures alone became what we called the "messkgeytflage” of
a particular message instancklessages that could potentially encounter the same sequences of procedures
were said to be equalent with respect to messagevilo

Since we hae $hown this notion to be too strong to be ofygoractical use, we shall attempt to
wealen it slightly in order to get some usablg@ression of message befar. By partitioning message
domains into aifiite state space we limit the possible combinations of messages and procedures to be con-
sidered. Furthermorsjnce procedures can be thought of #sctihg transitions of messages from state to
state, we can dené a fnite state machine representation of message fie can thus gtend the notion of
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message paths to be alternating sequences of mesatggand proceduresAs finite state machines are a
well-understood formalism, this leads to a classical interpretation of systemidugha

There are, hwever, two rather olvious problems.The frst is a consequence of thecf that we can-
not exhaustvely enumerate all message patfighis means that the paths that we wein terms of mes-
sage states must of necessity smgrifome informationWe rrust therefore be cautious in our interpreta-
tion of the dernied message pathsThe second problem is Wwdo choose the state spaces so as to minimize
this loss of information.

Clearly, triggering conditions are important in deciding what procedures a message may {tfigger
we partition message domains according to trigger conditions alone, then messages in the same message
state are capable of triggering the same procedm@s.messages that do trigger the same procedure may
be routed to dferent stations, hwever, o0 the procedures that thérigger net may well be diferent. W
would like to partition message domainmély enough that messages in the same block of the partition
potentially encounter the same procedures indefy, or until they are terminated.(This is, as we stated
alreadyimpossible, bt we shall try to obtain a reasonable approximation.)

The set of procedures that a message may trigger is direfetbteaf by its @lue and its location.
The walue of the messagefedts triggering by satisfying or not satisfying trigger conditiofbe location
may be gamined by a triggetut it is also important in limiting the procedures that may access the mes-
sage at all, independent of the trigger conditiofisen if none of the trigger conditions ofyaprocedure
discriminate between messages on the basis of location, the location of messagaadigestill limits
when procedures may process ther@gllections of messages of the same type are thus "split" along dif-
ferent paths by:

1. matchingdifferentT (p)
2. beingrouted to diferent stations byA(p)

In turn, the actions of the procedures that handle a message determine its subaggeALtions,
unfortunately create problems for usSuppose that actions were not ai#al to alter messagesjtlonly to
route them (that is, tyemay only change theiocation attribute). If there are airiite number of proce-
dures, then for a gén message alue we can decide what procedures it may trigger if ¥esrd the loca-
tion belonging to the statiorSince the alue of the message may not change, wevkioo all time what
procedures it may triggefThere being only aiffite number of locations, we knothat aly message may
reach only aihite number of stateslts beha&iour with respect to messageulas thus comparable to that
of a finite state machinelt is simply a matterthen, of enumerating all possible combinations of triggering
conditions and tracing the procedures that messages matching them will encovmtery start by
assuming no kneledge about a message, prognggiadding constraints on the message as we consider
its encounter with procedures and other messages.

If, on the other hand, actions are al&m to arbitrarily alter thealue of the message, then the infor
mation that we gther about the message (i.e. that it daisertain trigger conditions) will be (partly)
destroged. We nust therefore try to glean as much as possible from the actions by using the information
gahered to determine whatwevalues the message mayba

Since message states are obtained by partitioning message domaigiseamessage state for
messages of typ¥; must satisfy:

s i dom(X)

Specifcally, we ae interested in message states that are obtained by partitioning theteattrib
domains:

where eackRjI' dom(X;) is a Hock in some partition oflom(X;;). Sincemessages are moiifl attritute
by attrikute, this kind of message state rsalit simpler to &ep track of the current state of a message.



4.1. Message paths and states 30

Since we plan to dem message states partly from trigger conditions,Rh&vill often correspond to
simple conditions on th¢th attritute. If X;; is a numericiéld, the conditions thatxgressR; may specify
arange of values indom(X;;) (hence our use of the symiR}).

One attrilute domain that is trial to partition is the location of messagé®ecall that procedures at
a gven gation may only access messages that "belong" to that station by either residing at the station or at
one of its mailbogs. Onemay therefore partition locations into groups, one per statianmthermore,
since there are only @nfte number of locations, we mayem go s far as to distinguish between all loca-
tions. We dhall henceforth assume, therefore, that all messages in the same state are at the same location,
i.e. for aly message state, we have

forall x,yl s > x; =y,

Before we tak a doser look at the nature of triggers and actions, we shall introduce somigatef
that will help us in decidingxactly what attrilites are of interest to us.

4.1.1. Contmol attrib utes

We reed not necessarily consider all message atéd#when we partition our message domains into
a date spaceSome attribtes may not &éct the path of messages at allttributes that do &kct the path
do so by decting either the triggering of procedures or the routing of the message.

To begn with, although the domain of a procedsrettions and triggers is all af(p), it is in fact
likely that only some of the attrites of the input messages axarained or modiéd. We would like to
identify thetrue alguments of a function as the ones that are actually used in the computationalfi¢he v
returned. W& ae assuming, of course, that all the functions we will be dealing with featiadly com-
putable, and describable by algorithn#sprocedure that increments ialfl of a message clearly does not
need aw of the information contained in the othélfis of the message in order to compute the resihie
only true agument to the incrementing function is therefore thlel that is modied.

The true aguments to a function can generally be determined by inspedt@nexample, the true
arguments tof (x, y, z) = x> + y are clearlyx andy, provided the domains af andy have nore than one
element. (W rote that it is possible to construct odd functions for which the "tryginaents are debat-
able, such as (x) = x/x wherex is a positve real. Althoughx appears to be a truegament (it occurs in
the deinition of the function), indct it is not sincef (xX) = 1 is an equivalent defnition. This matter may
be of theoretical interestubdoes not concern us here.)

We will now define selection attrilntes routing attributesandcontrol attributes
Selection attribtesare deiihed to be those attuibes that are true guments to the trigger conditions.
Xij is aselection attriliteif X”-T arg(T(p)) for some p

Routing attrilutesare those that are truegaments to some routing function (recall that routing func-
tions are the components of an acti(p) that modify the locations of the input messages).

Xij is arouting attributeif XijT arg(ayq) for some routing functiony;.

Control attributesare attrilutes that are true guments to anaction that modies some selection
attribute, some routing attritte, or (recursiely) some other control attritbe:

Xij is acontol attributeif:
(i) Xj is a selection attrilte or
(ii) X; is a routing attribte or
(iii) XijT arg(ay) for someay; and attriltel of inputl ,, is a control attribte

Routingattributes are those that directlyfedt routing decisionsSelectiorattributes indirectly gect
routing by determining which procedure iselik to "grab" the message (and consequently routeCibh-
trol attributes affect routing en more indirectly by influencing thealue of routing or selection atttites.
Note that the ddiition of contol attribute is recursie, and so includes attrilies that déct routing &en
indirectly.
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Non-control attribites (the ones leftver) do not influence routing or messagenflm any way. Con-
sequently we may ignore these when we deciadetbgartition our message state spadée non-control
attributes are only of interest to us if wevkagpecific questions about theialue. W might, for xkample,
like to know the range of &lues of a particular messaggld when it arnves & our station, gen though that
field in no vay afects its flav through the netark.

4.1.2. Tigger conditions

In our model we mayxpress trigger conditions through the $¢p) of acceptable input messages.
This tells us nothing, heever, dout the structure of the conditiohet us consider some of the possibili-
ties. Thesimplest trigger is no condition at all:

1. allmessages of the correct type(s) are accepted

In this case all messages in the local scope of the procedure may triggieicé. there is no other condi-
tion on the input, there can be no coordination between messagéstijere is more than one message
input, then there auld be no trigger conditions comparirigldls of one input to those of anotheihis
sort of trigger is therefore ldty to be useful only when there is a single message idputxample would

be a procedure that automatically fangded allorder forms (igure 4.1) to another station.

ORDER FORM Key. 1.000____
Customer : Dennis Tsichritzis
Date : Thu Mar 8
Item : Deluxe Potrzebie
# Ordered : 1
Price : dol 23000
Quantity : !
Total : dol
Approved:

Figure 41: An order form

2. selection®n attributes

We onsider conditions in disjungg rormal form¥(AC;) where eactC; is a simple condition comparing
an attrilute to some constant, thatigyu. Comparators such &s,* ,<,£,>,3 may be used for numeri-
cal or tet fields. Rattern matching in t& and searching foroice patterns and bit maps in audio and visual
fields is also concegble. x;~Crete" might represent the condition that the feeld x; contain the (con-
stant) string "Crete"Low inventory items could be detected by a procedure that seleetstony records
with aquantityless than 10, sags in figure 4.2.

INVENTORY RECORD Key:

Iltem :

Price: dol
Quantity in stock : <10

Figure 42: Low inventory trigger
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3. predicatesver message attrildes

It may sometimes be necessary to select messages on a comparisorutésattAprocedure that selected
orders that could not be completeljefl would hare o compare theQuantityfield of an order form to the
# Orderedfield. Suchconditions are of the formrgx;. More compl& conditions may be predicatesen
several attritutes (for &ample,x; + X; £ X,).

4.  joinsbetween messages

Matching messages are ideietif by comparing similar attribes of diferent message inputs (usually of
different message typespilthough equality joins seem to be the most useful for matching messages,
inequality joins are sometimes useful for identifying special cases ofidndl messages or pairs of
matched message#n inventory record and an order form may be matched by item namedomde, by
applying an equality joinWe may further select from amongst the message pairsvestriyy comparing

the number in stock (on thevintory record) with the number ordered (on the order form) using an
inequality join. We may thus identify orders that cannot liiefl and (say) trigger a procedure that creates

a backorder and requests more stock.

Arbitrarily complex conditions (ivolving more than one or wvattributes) may xist in practice, bt
simple selections and joins aredi« to be adequate for most applicationde all therefore concentrate
on thesawithout cludingthe possibility of other conditionsSuch conditions may wolve the ezaluation
of functions of seeral attritutes, or the inclusion of information outside the system such as user input.

4.1.3. Actions

Actions modify messages and re-route théfhe routing functionsa,; of an actionA(p) are con-
strained in that themust route messages to thate setR(s,) (wheres,; is the location ofp). If these rout-
ing functions are defed in terms of the input messages alone (and not user inpuy athean eternal
source), then the input tupled T(p) can be partitioned into anite number of independent subsets
according to where the messages are roléel.may represent the set of tuples for which ktie message
is sent to statios; by rp(j): _—

: {t1 T(Pl aa(t) =s} if =0
rp() =i {1 T(p)l &) =my} if1££N
} {t1 T(p)| & (r) =w} if j=w
rp(0) andr,(w) are used to represent the case where messegeot forwarded or is destyed, respec-
tively.

Because there is only mite image space for routing functions, it is consequently possible to re-state

these functions in the form: oA
s if 21 r(0)

i

:. mip if ¢ 1 rp(2)
au(t) =7 my if ¢l rp(2)
;
i

N t1 r (W)

Furthermore, if we carxpress ther () "nicely” then we automatically kia a orresponding déf

nition for the routing functionsThe earlier discussion of triggers may be applied here as if@lle can
expressr () in terms of simple conditions on atties, then we may obtain routing functions that look
like: R .
s ifV(A\Cqy)
& My if Y(Cy)
ai(r) =i my if Y(\Cy)
i

b
7w ifV(Cy)

If the conditionsC; compare attribtes to constants, then these constants can be used to partitianeattrib
domains into ranges.
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The remaining components of an action may modify the até&bof the input messageBach g
potentially maks use of all the informatiowailable in all the input messagem practice, havever, not all
attributes of a message will be madd. Mostof thea; will therefore be identity functionsOther simple
actions may set attniles to constantsThis is the case, forxample, when a procedure automatically
appro/es a equest with a (constant) signature.

When actions set attriltes to @alues that depend only on theyioeis \alues of those attriltes, or on
the alues of other attriltes in the same input message, then tkestate of that message depends only on
its previous state.If, however, information from the other inputs is needed valate the ne values of
attributes, then we cannot determine tha&tretate from the préous state aloneFurthermore, if gternal
information (e.g. the date, user input) is required, then the actionsfectivelly non-deterministic (from
the vievpoint of the model).The net state of a message can at best be determined as a set of possibilities.

Let us consider hw actions may map a message from state to stdtech of what follavs assumes
numeric attrilite domains, Wit often the ajuments can be generalized to other domains, sucktdetds.

Functions that depend on irilual messages and map messagldd to constants are the simplest
to handle:

: if ¢[i]T x, then setx;: = u;
1. a;°j if ¢[i]l x, then setx;:=u,
:
)

wherex is theith input message, and eaghis a product of attrilite ranges.Since attrilntes are set
to constants, we can easily test whethey fiadl in the attrilute ranges of gnmessage stateSimi-
larly, it is relatively straightforward to test what statesoverlap a gven x.

2. @ islinearint or¢[i].
This applies to numeric attikes. Ifa; is a linear function of the inputs (i.e. a polynomial ofjree
1), and we kne what ranges ofalues the uments may assume, then the image;ofan also be
expressed as a rang#, for example,g; is defned to bex, +y, (wherex andy are input messages

int), and we knw that x, 1 [10, 20]andy,; 1 [4, 6], then we can deduce that the image must lie in the
range [1426].

3. a; is polynomial inz or ¢[i].
A function that computes yearly interest compounded montblyldvbe a twelfth-dgree polyno-
mial. Inthis case, we may ke dfficulty telling what the image of awgn message state will be.
Finding the minimum and maximum §f (x)|xI P R} cannot be sokd eactly for a polynomial

f(x) of degee higher than four (since we muistdf the roots of its derative). With a bit of work,
reasonable bounds may be foundyier.

4. @ ismonotone

Any mapping that is monotone increasing or decreasing maps ranges neatly to harthescase

we can be sure thaj; attains its minimum and maximum at some “"corner” of a message state (where
the "corners” correspond to the attities assuming thexeeme \alues of the attrilite ranges) Many
polynomials will be monotonever the domain of concern, such as the compound intexastfge

above.

5. a; is arbitrary
If actions are not "well-belad", then there is little hope of reeming ary useful information about
modified fields. If a; behaes especially badlyit may map elements of one message state to all
other statesThis is the case, forxample, when the action is an arbitrary mwdifion of the mes-

sage by the useiSince we cannot predict what changes will be made (assuming theaatalif is
without restriction), we hae ro way of limiting the possible i states.
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4.2. Analyzing message flo

We havethus fr introduced the notion of a "message state", we bafined "control attribtes", and
we hare dassifed se&eral kinds of trigger conditions and actioris. this section we shall gelop a method
for partitioning message domains into state spaces and some techniques for obtaining message paths in
terms of message states.

The frst step is to identify the control attutes, since theare the ones that influence message rout-
ing. We present a distrilted technique for collecting this information from all therkstations in the sys-
tem. Thenext task is to gtract the information in the trigger conditions and actions that will tell ustbo
partition the control attrilte domains.This will yield our message state space.

We @n then translate trigger conditions and actions into operations on message \§&athas
obtain a inite-state automaton representation of message With one automaton per message typée
state transitions for the automata can alsodtkeged in a distrilted fishion by the use of "symbolic mes-
sages". Theymbolic messages represent messageariaus states, and th&avel from station to station,
logging the path thetrace. Sincenessages may be routed infeliént directions depending on coordinat-
ing messages thencounterthe symbolic messages may "split" along tla/wrhe children of a symbolic
messagewentually return to the originating station, and, through the use of "splitting histories", the infor
mation gathered is reconstructed.

4.2.1. Detecting contol attrib utes

We havepreviously defned control attribtes as those attribes that déct routing directly or indi-
rectly. This includes selection attrites that arexamined by trigger conditions, routing attrtbs that are
used to compute the xtelocation of a message, and (recualsi) any attribute that is used to compute the
next value of ag other control attribte.

We dall present a distrilied algorithm for collecting the control attiies present in the system.
Briefly, whene&rer new procedures are created or old ones niedjfa station locally detects theaneontrol
attributes. Thesare then broadcast to all other statiotisiet more control attribtes are disaered at the
other stations, then these too are broaddagery receipt of n& control attritutes must be ackmdedged
with a message telling whether more are dismxd or not. Since there are only anfte number of
attributes, this procedure musteatually terminate.

Discovering what the control attriies are for a gen message type is not inherentlyfdifilt. We
assume that it isafrly easy to tell what the gmments to a trigger condition or an action aRmuting
attributes and selection atttites are then wial to detect. To dscover the remaining control attrilies one
need only apply the recuvsi cefinition until no more attribtes are found.The only real twist is that we
wish to knav the global control attrilutes, that is, we are concerned with all procedures at all sites, not just
those at a single statioWhen all stations are on the sameggibal machine, then this may not posg an
special problems,ut it is far more reasonable to assume that our stations are on sepgsitalphachines
connected by a netwk.

Although it may be possible to collect all the information concerning procedurmants at a single
station that does all the processing to determine the controudsijht is desirable to ha the option of
running such an algorithm in a distiled fishion. Wherall stations are equal, we may well prefer not to
unnecessarilydrden one with the "dirty ark" of analyzing system betiaur.

We introduce the notation:

~

9(Xj, p) = E {arg(ag)l 1ok = Xi}

to represent the set of atuniles that déct the computation of gnaction in procedurep that modifes
attribute X;;. Clearly, if Xj is a control attriote, then so are grettributes ing(X;, p). Of course,
g9(Xj, p) is empty if X;1/1(p). We extendg to sets of attribtes and sets of procedures in theiots way.

In our distritluted algorithm each station is responsible for detecting locally all routingusgsiand
control attritutes. Thisis done wheneer a procedure is addedNew control attritutes are then broadcast
to all other stationsStations receing nev control attritutes then apply recursvely to detect an further
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control attritutes. Ifmore are disogered, then these too are broadcae algorithm terminates when no
station has arthing left to broadcastWe @an detect termination by insisting that all stations ackexge
broadcasts by stating whether or not aew @ntrol attritutes result.

Each station maintains 3N lists:
Li, b andG

EachL; is the list of control attribtes for message typg1 X. Initially eachL; is empty As new proce-
dures are added to the system, these lists are updated to incligleliseovered control attribtes.

D andG are temporary lists fordeping track of ne control attritutes ofX;, as they are discwered.
The G are the pending lists of control atuitles to be broadcastn addition, each station maintains a list
ack of broadcastsvaaiting acknavledgement.ack, when it is not emptycontains tuples of the form:

(s,n, 1)

wheres is the station initiating the broadcastjs a unique broadcast sequence numbes,fand | is the

list of stations that hee acknavledged the broadcast.is aways initialized to contain the broadcasting sta-
tion s. We assume thatwery station knavs what other stationsist. (Notethat! could be replaced by a
counter that is used to simplgép track of the number of ackmedgements recegd.) We dso assume
that the netwrk can reliably handle “broadcastingea though all stations may not necessarily be up at the
same time.

When a statiors broadcasts control attrikes, it sends a message to all other stations of the form:
NEW(s, n, G, ...,Gy)
where theg contain n& control attritutes,andat least on&3 is non-empty n is a unique broadcast num-
ber fors.

When stations receves a NEW broadcastNEW(s¢ ng - - -), from some other statiosf it must in
turn broadcast an ackwtedgement of the form:

ACK(s, st nG /)

if there are no ne control attritutes, or
ACK(s, s¢ n¢ NEW(s, n, G,,...,&\))

if there are.

The algorithm has seral parts. Each part is run independently atey station, when required.
Each station must ensure that pakisB andC arenot run concurrently (since thieaccess the same data
structures) bt if more than one needs to be run at time, they may be &ecuted in ag order A gener
atesNEW broadcastsB processeNEW broadcasts and ackntedges them withACK broadcasts, and
processesACK broadcasts. Whewe refer to a "ng@" control attrilute, we mean one that is not to be
found inL;, D, orG. The following is to be run whewer a new procedurep is created:
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Al. addall new routing attrilutes and selection attritesX;; of pto D,
A2. addall new control attritutesX;; in g(L;, p) to D
A3. if evey D, is emptythen STOP

else{
A4, for each D, and X;; D ; do{
A5. move X; fromD to G
A6. addeach nev X1 g(X;j, P(s)) to Dy
(continue until gery D, is empty)
}
A7. broadcasthe non-emptyg with NEW(s, n, G, ...,Gy) and male a bhoadcast entrys( n, {s})
in ack
A8. move dl XU TG i to Li
}
STOP

New control attributes can result from procedures being created or from processing a broadcast from
another stationProcedureB is run by stations reogeng NEW broadcasts. lis very similar to A except
for the acknwledgement that must be generatetWhen stations receves a NEW broadcast
NEW(s¢ n¢ - - ), from stations§ it must be processed as falls:

B1l. male a bboadcast entrys; n¢ {s, s¢) in ack
and add ne control attritutes toG
B2. foreachG andX; in G do{

B3. move X toL;
B4. addeach ne X1 g(X;, P(s)) to Dy
(continue until gery G is empty)
}
B5. if evay D is emptythen{
B6. acknevledge receipt with no meattributes resulting i.e. broadca&CK(s, s¢ n¢ /&)
}
else{
B7. for each D, and X;; ID ; do{
B8. move X;; from D to G
B9. addeach ner X, T g(X;, P(s)) to Dy
(continue until gery D, is empty)
}
B10. acknavledge receipt and broadcast the non-en@pty

i.e. broadcasACK(s, s¢ n¢ NEW(s, n, G, ...,&\))
make a roadcast entryg( n, {s}) in ack
B11. mae dl X;1G ; toL;

}
STOP

Every NEW broadcast of control attiibes that is receéd must result in an ackmdedgement,
regadless of whether more control attriies are disamred. Acknavledgements may or may not be
accompanied by further broadcasté/hen an ackneledgement of the formACK(s¢ s¢¢n¢tAE) or
ACK(s§ sCEtnCENEW(SE n, Gy, ... ,Gy)) is receved by stations, ack must be updated:

Cl. updatdstence!)i ackto (s¢enetl E {s¢)

C2. if that entry is completthen delete it

C3. if ackis emptythen all control attrilutes are knwn

C4. if the acknwledgement is of the second formyvakke B an NEW(sG n, G, ... ,Gy)

Pats A and B guarantee that all routing and control atteib will be knan to all stations.Pat A
recursvely appliesg to the nev routing and selection attiilles to detect gnmore nev control attritutes.
Step A2 is needed in caseyarew mntrol attritutes arise from the meprocedurep modifying old control
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attributes.

In part B we frst check nely-arrived control attritutes to see if thelocally yield aiy more (steps
B1 through B4).If they do not, then we ackneledge receipt, and we are donéthey do, then we must
apply g recursvely to obtain all of them, and then broadcast the lot (steps B7 through Bbig.that we
must applyg to the nev control attritutes in tvo geps, since we need not re-broadcast theangvals. We
only broadcast e control attritutes if ary result from theifst application of.

Every broadcast must be ackviedged by all other stationswWhen all broadcasts ha keen
acknavledged with no n& broadcasts resulting, then we knthat every station has the same collection of
L; and all control attribtes are knan.

Since there are only énfte number of attribtes to bgin with, the algorithm mustventually termi-
nate. Furthermoraote that in steps Al, A2 and A6, and also in steps B4 and B9, we oedyidgate trig-
gers or actions that he rot been lookd at before.(By "actions” we mean the inddual a;s do a proce-
dure.) Thismeans that the algorithm checks each trigger and each action at most\irer@ver a new
procedure is added, the amount @irlwto be done is linearly bounded by the number of at&#that hee
not yet been identdd as control attrilites plus the number of triggers and actions in all procedures that
have ot yet been cheek (i.e. those of the neg procedure, and those actions afsting procedures that
modify non-control attribtes).

4.2.2. Obtaining message states

We will now consider the matter of obest to partition message domains into state spagiegple
trigger conditions pnade us with &cellent partitions, bt comple conditions yield unusual message sub-
domains whose images under actions can be hard tavfollimce we are interested especially in thedf
of actions on message states, it is important ¥& Kates that are as simple as possible to tr&ée.nmay
therefore try to "box" compiesubdomains, or reduce a conwlendition to a collection of simple condi-
tions that cwer it. We may also try to refie our partition by disamring nev message states that result
from applying actions toxésting message state3his "fine-tuning" may be continued indeitely, how-
eve, and so it is generally not practical to carry it teo f

Generally speaking, the best message state spagkl Wwdentify one message state per message
value. Sincewe require aihite number of message states tgibgo analyze message \lpwe nust con-
sider carefully har we choose our patrtition.

Since control attribtes are the only attuibes that déct routing, our message states should corre-
spond to predicates/er the control attribites. V& can dather this information at the same time that we col-
lect the control attribtes in the abae dgorithm.

Selection attribtes are those that aregaments to trigger conditionsThe trigger conditions thus
automatically yield conditions that may be usable for generating message Btatgggger condition can
be epressed a\C;) where eaclC; is a predicate wolving one or more control attrites, then we can
use theC; to generate message statése conditions collected in thisay at all stations yield a state space
by considering messages that may or may not satisfy each of these conffitifoxsexample, there are
conditions in total that irolve messages of typ¥;, then a messagel dom(X;) may potentially &ll in one
of 2° message states, corresponding to successlarefin matching each of these conditions.

Of course, not all combinations of conditions necessarily yield a usable message state: some combi-
nations may be contradictoryConditionsx; > 5 and x; < 3 dearly cannot both be true at the same time.
There may therefore be considerably less thamo-empty message states.

We havepreviously mentioned the desirability of message statpsessible as a product of ranges or
attribute subdomainsMessage states that argpeessible as a Cartesian product of attebsubdomains
allow us to consider each attrilie independentlyWe would thus hee

N
S = P RJ
=0



4.2. Analyzing message flo 38

or
s = {x1 dom(X))| 1C})

where eaclC; represent};. C; is therefore a simple conditionviiving only attritute X;, for exkample:
4£ x; £10.
i

If the trigger condition¥(AC;) havethe property that eadd; is a simple condition of this form, then
we automatically are able to dezi cur desired message statdSurthermore, when the attutes are
numeric and the conditions are of the foxmu whereu is a constant angll { =, ,< ,£,> ,3 } then the
conditions yield attribte ranges bounded by the constamtsthis case, if we he c; conditions ivolving
attribute X;;, we have at mostc; constants and at most +1 ranges. Consequentiye would hae
P(Ci +1) message states (wherg=0 for non-control attribtes). Thisis considerably less than the

i

potential 2 states resulting from non-simple conditions (wheis the total number of conditionsvinlv-
ing all X, i.e.c=Sc;).

Unfortunately we cannot reasonablpect all trigger conditions to be this well-bgbd. Thereare
two options aailable. Thefirst is to ignore alC; that are not of the form;gu, and the other alternat is
to try to cowert them to simpler conditions that are more usellie idea is to "box" the messages satisfy-
ing the condition by disa@ring the attrilute ranges that correspond to solutions of the prediddatis. can
be done, forxeample, with a condition li&

7+ x5 £25

Here we can deduce th&i £ x; £ 5and-5 £ x; £5. With the condition:

X; = Xj
however, we can deduce nothing since both attitds potentially rangever their entire domainsNote that
we may use combinations of conditions kract more information.f, for example, the condition abe
were combined witlx; > 0, then we may deduce that> O is also of interestin a trigger condition of the
formV(AC;), one should use the conjunctid\ to deduce the simple conditions.

We may tale the same approach with routing attiidss. Earlierin this chapter we introduced the
notationr () to represent the input tuples for which ttb message is routed to statgn We may sim-
ilarly "box" eachr () to obtain simple conditions on control attiiies.

In the cases of both selection atirtiéss and routing attriltes, the problem is greatly simpgid if trig-
gers and routing actions amgpeessed by users in terms afrfy simple conditions on attriltes. Further
more, the user may be a&skto supply apadditional information implied by conditions thatiblve com-
parisons of seal attritutes. Ofcourse, depending on the comyite of the triggers and actionxpress-
ible within the system, it auld be desirable if the system itself could do all the analysis ofuaénibnges.

Other control attribites are slightly more complicated to handle sincg dbpear in actions that may
not map to ihite sets. We have howeve, dready obtained ranges for the control atttés found thusafr
(the routing and selection attutes), so we may feel free to use this information at this point.

Consider a control attrilte X;; that is modiled by ay; of procedurep (whereX; = 1,). By the dei
nition of "control attrilute”, we knev that all attritutes inarg(a,;) must also be control attuites. Also,
sinceX; is a control attribte already diso@red, we presumably kia sme range information about itf
R is a range foiX;, then:

ak]' (l‘)T R|
is a predicateer the inputs to procedurep. We may therefore attempt to "box" the set of inputs that sat-

isfy this condition, and thereby obtain ranges for the control atitsbinarg(a,;). Thenew ranges can be
used to further subdide, or "ine-tune" the message states.

Note agin that "boxing" may be impossible in some cases, yedltin others. Specifcally, if a; is
a function of a single gument, then the conditioay(j(r)f R is a predicate @ a sngle attritute. For
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example, if a; returns something likx, + 1, andR, is the ranged, b], then the resulting predicate is
xp + 11 [a, b], and the resulting range for this attrib will (trivially) be [a- 1,b- 1].

If, on the other handg is a complicated function of weral aguments (for gample, a high-order
polynomial), then the task of obtaining attrie ranges is a problem in numerical analysis with only
approximate solutionsvailable.

We have therefore, techniques fokteacting attrilute ranges (or subdomains) for selection atteb,
routing attritutes, and all other control attutes. Whener a rew wntrol attritute is discuered in the
algorithm of the préous section (in steps Al, A2, A6, B1, B4 and B9), we may determine the ranges at the
same time.New range information abouiisting control attribites can also be detectethis information
may be broadcast at the same time.

Special care must be &k at one phase, Wever. When we analyze actions, we use thevkmo
ranges of other control attrites. Moreanges may be diseered, and one may be temptediteeftune the
analysis. Considethe following trivial example to see what may happen: Supprsés a selection
attribute in the trigger condition 6 x; £ 10. We ae therefore interested in the rangel®,. Suppose
there is an action that sets = x; - 1. If we analyze this we diseer that we are also interested when
x; - 11 [5, 10],i.e. the range [6,1]. If we continued recungély we would never stop finding nev ranges.

Since this problem only occurs in the recugsitep, an okious solution is to prohibitrie-tuning of
existing control attrilntes appearing in action$election attribtes and routing attrites do not present
ary problems.

4.2.3. State transitions

At this point in our analysis wexpect each station to kmowhat message states are currently of
interest. Whats left is to determine what state transitions afecééd by the procedure&or a message in
a gven input states we would like to know the possible nd statess ¢that may result if the message trig-
gers some procedue

To tell what happens whep fires, it is not, in general, didient to knav the state of a single input
message. Attriltes of all coordinating messages are potentialiilable to the actions that modify the
message we are interested Athough we cannot predict what states the other inputs will be in, we kno
that they must satisfy the trigger conditionMe terefore introduce the folldng notation to represent the
possible inputs gen one message in state

to(s)={t]tTT(p), ¢t[K]T s}
(wheres i dom(X;) and X; = I )

(For simplicity, X; andk are understood.Note thats ,(s)[K] is the set of messagalues ins that may
trigger p (possibly empty).This is equal t& Q T(p)[K].
Recall thafy(x) was the set of procedures thatnight trigger and ’a\b(x) was the set ofalues that

might be mapped to after triggerimy We extend our déhitions of Aandp from chapter 3 to message
states:

P(s) ={pl Pl £ (s)* £}

& (s) ={APOIKIl PTP(s), £T5(s), Xi =1}

Procedurep then efects a state transition from to s ¢if pi p(s) and /"’\b(s) Q s¢1/E Thatis
p:s ® s¢if pis capable of mapping some message in statesome message in staté given the right

coordinating message$Ve may extend] from chapter 3 to apply to message states as well:

?(s)_i {pl (s 9|p1 P(s), as)CserA if st wandP(s)! &
_} /! (the empty string) otherwise
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/I\(s) therefore is the messagevildanguage for message state It represents all sequences of procedures
that messages in statemay possibly encountet (s) may be "computed" by recuvsly applying its deif

nition. Sequencesf procedures are generated’l\ és) is expanded. (Ofcourse, a straightforavd expan-
sion is impractical since imfite strings may be generated.)

Since messages in fiifent states may still be able to trigger the same procedures, it is usefepto k
track of the message states together with the sequences of procedures encoletepedte arlier of a
message path as an alternating sequence of mesdage and proceduresVe may easily &tend this idea
to message states in the foliag defnition:

fs) 1 {spr(s9IpT B(s). &(s)Cse1 A if s * wand(s) &
l

7S otherwise

Note the similarity to the digfition of 1. In fact, we may obtafﬁ(s) by mapping the states if{s) to the
empty string. f(a) represents paths starting from message creaffaiins terminate when messages are
destryed, sof (w) = w.

At this point we can easily see that messagewehiacan be compared to that ofiaite state au-
tomaton. LetS; be the set of message states for messageXdype. S; is a partition ofdom(X;) obtained
by the approach described in thevioes section.Then the ihite automaton oX; is:

<S,P’'S;,d,a,w>

The states of the automaton are the message stapegs are stringsvar P~ S, i.e. pairs of procedures
and nat-states. Thdnitial state isa, the fnal statew, and the ngt-state function is:

di(s, (p,s9® s¢

whereX; = Iy, pl P(s) and é\b(s) (; s¢* /£ Note that we hee K automata, one for each message type.
We dhall discuss he these automata can been seen to interact in chapter 5.

Determining what the state transitions are may not be so @agyof the dificulties may lie in eal-
uating’e‘b(s). In the earlier section on actions we enumerated some of the possible functions that may be
encountered in procedurel.we assume that the statesSnare all products of attriie ranges, then func-
tions that are monotone (lineanonotone polynomial, etc.) are reladly easy to analyzeWith monotone
functions we need only consider the aléble ranges of the gument attribbtes to determine the output
ranges. Considehe functionx; + x;. If in the input message state wevéa; 1 [0, 5] andij [10, 20]then
the image of the functior; + x; for that message state is the range 280, If this function setsié¢ld x,
then we need only determine what atitédoranges of thaieid intersect [1025]. With non-monotone func-
tions we hae the "boxing" problem mentioned in the pi@us section.

Functions whose image isiaife domain may be stated in the form;

:. u, if Cy
gj(t) =i U ifCy,
T ...
7

where eachy, is a constant and ea€ly is some condition on the inptut For a given message state we
must therefore determine whih are satiséd by the inputg 1 tp(s). We assume that such functions are
awailable to us in this form, or that tiix can at least be desd. If theC, are composed of simple condi-
tions of the formx;qu, wheregq is an inequalitythen the ealuation is straightfonard. Pererse conditions
like x4 - x5+ ﬁ =0 cause problems because we mustediem wer the domairy ,(s) to tell what
g8 T Xg

the net state may be.

Clearly, it is possible to deise actions that are miserably tiycto analyze. Therare sgeral possi-
ble ways of dealing with thisOne approach is to design the system so that only "nice" actions may be
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used. Anothepossibility is to hae the system request information aboutvrfeinctions such as whether
they are monotone, gmmore specitally, how they are expected to map message states (if the states are
known).

One interesting approach may be toehthe system do its best to determine what the state transitions
are, and then monit@ctual message state transitions to see iy tgree with its analysisFor every mes-
sage we must determine what message state it belongs to, and when it isdniyd# procedure, check
what its net-state is. If the transition is one thatag predicted, then we kwcal is well. If not, then the
transition must be added to the lmoset, and the discrepancan be pointed out to a system programmer

The set of all state transitions can be found byingaeach station determine what transitions may
occur there.Not all message states may be reachablegha. (Similarly, not all state transitions are
“reachable".) Aralternatve way of finding the state transitions is to start with the procedures that are capa-
ble of creating n& messages, and to trace message state transitions starting fronirtreereachable state
transitions are thus collected by fallmg the paths irf(a). Sincethere are only arfite number of transi-
tions, an algorithm to compufda) should terminate after encountering each transition at most dfvee.
shall investigate such an algorithm in the folling section.

4.2.4. Symbolic messages

We wllect reachable state transitions by usirgymbolic mesgge that represents a choice of possi-
ble current message states ardps track of the transitions that/edeen traersed up to that pointSince
different messages are often routed ifedént directions by procedures, we need the abiligptiba sym-
bolic message whewner this happensA symbolic message may thus split into maarts going in difer-
ent directions before all reachable states and all state transitions are found.

A symbolic messageaghers all the reachable state transitions by simphgrsing a "spanning tree",
starting ata, and visiting each station where the information about the transitions regflepanning tee
of a graph is a subgraph of that graph that botersoall the ertices of that graph, and is a tree
[BoMu76].) Whenthere are no me states and state transitions to visit, it returns to the station initiating it.
Since the symbolic message mayéalit into separate parts, theovk is not fhished until each of the
parts returnsWhen the transitions ke dl been @thered, we may then generate guter expression cap-
turing the message floautomaton by using a standard algorithm such as in [AhHU{]ese algorithms
have mmpleity O(n®), wheren is the number of states in the automaton.)

Consider the messagelautomaton inigure 4.3. Here messages are created by proceguind
are destrged by procedurgs.

Figure 43: A message flo automaton
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Suppose that each state corresponds toferdift station, so that the locationsfis s;, and so on.
Then the procedures in thgdre belong to the stations as folla

P11 P(so)
P2, Pal P(sy)
psl P(sy)
Ps, Pl P(Ss)

Each procedure thus sends the message to ataion, after modifying it.

A symbolic message ould start at state and follav transitionp: a® s;. At s, it would split into
two directions and follav p, and p5 to s, ands s, respectiely. Froms,, it could only go back ta, which
has been seen alreadyrom s, it could go tos, andw. This causes another spli§, has also been seen
already and there is n@here to go fromw, 0 the symbolic messagesuld terminate, hang traversed all
possible state transitions.

Note that we may h& multiple paths to a single message stateThere are multiple paths, for
instance, to state, in our xkample. Diferent children of the original symbolic message may encounter
this state at di€rent times, bt, of course, only therft one to arxie is reeded to continue and compute
f(s). Theother children need to kmothat the frst one has already been there, so, in addition to the infor
mation lept by the symbolic messages, we mestgkirack at each station which stategeHaeen reached
thus fir by some symbolic messagghe children in ourxample result from the splits af ands .

The frst split occurs at,, since p, and p; route the message to fdifent locations.The frst child
of that split (going t&,) gathers the transitions frogy. The second child is itself split into twet s 3.

The first grandchild terminates a. The remaining grandchild, folles pg to s,. There it termi-
nates, since stats, has already been visited by thiestf child of the irst split. (That information must be
maintained at the station that belongs to.)

Finally, we reed to knw when all the symbolic messagevédnished their wrk. Thismeans we
need to somelwo keep track of hew mary descendants there are of the original symbolic message.
way to do this is to note that we can visualize a tree of symbolic messages with the original one as the root.
Let us label each edge of the tree with a pgin), where edgej(n) is the jth of n edges leg@ing a node.
If the tree gravs davnward, then the leftmost edge isvays labeled (1n), and the rightmosin( n).

Now we may label each node of the tree with the sequence of edge labels along the path from the
root of the tree to that nodeSince each edge incident with avegi node is uniquely ideniéd for that
node, the sequence of edge labels uniquely idestfach node in the entire treehe leftmost leaf node
therefore has the label (h)---(1,n), and the rightmost leaf node has the lab&Ing) - - - (n, n). We all
such a sequence of pairsglitting history The splitting history (1,4)(2,2) idenifs the second child of the
first child of the root.It also indicates where other childrervlaplit off. By comparing the splitting his-
tories of the symbolic messages, we can tell whethgrnesall returned or not.

A symbolic message, then, is a tuple:
n= (s1 Q1 51 C)

wheres is the originating statior is the collection of state transitionatbered thusdf, S is the set of
message states currently represented,aisda splitting history (Additional information such as the mes-
sage type of the symbolic message and a unique igemtifly also be needed since there will typically be
mary such symbolic messages floating through the systBon.simplicity's sake we sall take this for
granted.)

The state transitions i@ are represented by triples,
(p, s, s9 such thatpl f(s) andqs) C s¢ 1 A

(p, s, s Qis therefore a transition from stadeto states ¢
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Each station must also maintain a IBEENto keep track of the states thatvhabeen seen by a
descendent of somevgh original symbolic messaggAgain, we need a unique sBEENfor every given
original symbolic message and its descenddrts simplicity we shall tak this as understood.)

Briefly, & each station that a symbolic message visits, we must addraesitions toQ, determine
the nev states inS that the symbolic message represents, and split intnaseev symbolic messages, if
necessary

If stations has a procedure that creates messages of tygethen it may initiate a symbolic mes-
sagen with Q = /£ S ={a} and ¢ =/, the empty string.As n's children arrve & each station in the sys-
tem, the folleving steps must be tak: StandS,,...,S, are temporaryariables.)

D1. foreachsiS do{

D2. if sT/SEENandp(s(p)) * &£ then{
D3. for each pl B(s) and s ¢such thaBy(s) C s ¢ * Ado {
DA4. add(p,s,s9toQ
D5. adds ¢to S¢

(s ¢tmay bew)

}
D6. adds to SEEN

}
}

D7. replaces by S¢ A
D8. partitionSinto Sy, .. .,S, so that gery states IS | is at the same station
D9. if n> 1then do{

D10. splitn into ny, . . . ,n, such that:
D11. nj :(S, Q]rSJ! CJ)
D12. forj =1,Q;=Q
D13. forj>1,Q;=£&
D14. cj=-c(j,n
}
D15. for eachn; do{
D16. if S; = AorS; ={w} then
D17. sendr; back tos
D18. elsesendn; to the station 08;
}
STOP

In our kample, we start out with:
(so, £ {a}, /1)

As we traerse the transitions, we obtain:

(o, £ {a}, 1)
(501 {(pliavsl)}v {51}1 /)
(SO! {(plaalsl)l (pZ!Sl!SZ)! (p3151153)}1 {52! 53}! /)

At this point we split into:

(S0 {(P1,a@,51), (P2,51,52), (P3,51,53)}, {s2}, (1, 2))
and

(S0, /& {53}, (2,2))
(Note that only theifst child keeps the transitionsathered thusair) Theformer yields:
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(S0, {(P1,a,51), (P2,51,52), (P3,51,53), (P4, S2,51)} {s1}, (1, 2))
and the latter yields:
(0, {(Ps, 53, W), (Pe: 53,52}, {w, s2}, (2,2))
At stations; we cannot tell that state, has been reached alreagdywe 9lit again into:

(So: {(Ps. 53, W), (Per 53, 52)}, {w}, (2,2)(1,2))
and
(o0, A {s2}, (2,2)(2,2))
Both children then die, thérét from reachingy, and the second from reaching a state that has been seen

before.

Each symbolic messagenalys represents only messages that encounter the same statibes:
evag messages may be routed infei€nt directions, a symbolic message must "spliihe children are
then routed to their melocations. Childremre routed back to the originating stat®for ary of four rea-
sons:

1. sappears normally in the message path

2 messageare destrged; the inal statew has been reached

3. messageisave reached a dead end; there are no procedures to handle those message states
4

themessage state encountered has been seen by another symbolic message; to cotdinneec-
essarily duplicate ark

Only the last three cases mean that the symbolic messageis$taef its vork.
When symbolic messages return to the originasinpe ¢ may be gamined to determine whether
there are more children yet to &&i Simply keep all thec in a sorted list, such that

¢ < ctif ¢ =a(j,n)b, c¢ =a(k,n)candj <k

where a and b are (possibly empty) sequences of paits.and c¢will have lit after the common
sequenca. When there are no &ps" left in the list, we are dondo detect @ps, we need the folldng
definitions:

i) A sequencé is "initial" if it is of the form (1m), ..., (1n). Thatis, the frst element of each pair in
the sequence is a An empty sequence isvedys initial. An initial sequence identéds the leftmost
child of some branch of a tree (the treewggddavnward").

i) A sequencd is "completé if it is o the form M, m), ..., f,n). Thatis, the frst element of each
pair equals the secondn empty sequence isvedys complete.A complete sequence idengi$ the
rightmost child of some branch of a tree.

For a list to contain no "gps":

1. Thelist must start with a that is initial.

2. If ¢ = a(j,n)bandb is complete, therr must be folleved in the list byc¢ =a(j + 1, n)c, wherec is
initial.

3. Thelist must end with a that is complete.

Conditions 1 and 3 identify the leftmost and rightmost nodes of the @aedition 2 guarantees that
evay node in the tree has an immediate successor

In our xkample, the list obtained is:
1,2)
(2,2)(1,2)
(2,2)(2,2)
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Condition 1 is satigtd since (1,2) is initial.Condition 2 is satigéd by ¢ = (1, 2)wherea=/, b=/ and
c=(1,2);and byc =(2,2)(1, 2)wherea=(2,2),b=/ andc =/. Finally, of course, (2,2)(2,2) is com-
plete, so we kng that we hae dl the children of the original symbolic message.

By this technique we may collect all reachable state transitions starting ptoaedurep that cre-
ates messages of avgi type. Whenall the symbolic messagesveareturned to their source, the results
may be broadcast to other stations.

If desired,f (a) may be encoded as agrdar expression. Thiss a consequence of thact that gery
finite automaton may be described by gutar expression, and viceevsa. Theegular epression may be
obtained from the state transitions by aandard algorithm, such as appears in [AhHU7@he rgular
expression for ourxample would be:

f(@)=a p1(s1(P2+P3S3Ps)S2Pa)*s1P3ss Psw

If we are interested only in the procedures (i.é\.(m)), then the correspondingg@ar epression wuld
be:

T(a):Pl((pz*‘Ps Ps) Pa)* P3 Ps

Let us consider the compiigy of collecting the state transitiondhe symbolic messages \‘esse
each state transition at most ontithere arek message states ahgrocedures, then there are at most

t=1" Kk
state transitions that may bdesfted by the procedure.he time it taks to traerse these transitions is

therefore bounded Hy k2.

Each state transition is collected at most once lpychiid of the original symbolic messag&he set
of all theQ therefore taks up at mosD(t) space. TheS are similarly bounded since we can only reach
new states through the state transitions.

The space tan by the splitting histories is equal to the product of the number of symbolic messages
and the werage length of eacla. Recall that the splitting histories correspond to a tree with the original
symbolic message as its rodtet us assume that the tree is balanced and that each node has the same num-
ber of children.If each node has children putdeyree ) and the height of the tree Is then there will be
n" leaf nodes.The space tan by all the paths will therefore be

1. SPACE=h" n"

The number of edges in the tree is:
2. n+...n"

Each node is the result of at least one state transition, hence:

3. n+---n"£t

4, nh<t

5.  SPACE<log,(t) "t

Since gery node in the tree corresponds to at least a split iraaiiidren, we knav thatn 3 2, hence:
6. SPACE<log,(t) t

7. SPACE<log,(I~ k?) "1~ k?

In the oppositexdreme where the tree isveeely skewed, we might hee a tee where all bt the frst
child of each split dies immediatelpuppose agin that each node splits intpand the height of the tree is
h. Then the space tah by the splitting histories will be:

1. SPACE=(n-1)+2" (n-1)+---(h-1)" (n-1)+h" n
2. SPACE<n+2  n+:---(h-1)" n+h’ n
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’ +
3. SPACE<n’ w
The number of edges in the tree is:
4, n"hegt
Again we haen 3 2, so:
5. h£t/2
t’ g%+12
6. SPACE< —
T(t+2
7. SPACE< #4)
T2 K2+
8. SPACE<I k (|4 kK+2)

Of course, these are upper boundis.general we do notxpect procedures to fett transitions
between arbitrary states since weuld then obtain no useful information about messagevimira Fur-
thermore, we do notxpect &ery state transition to result in the splitting of a symbolic message, so there
should bedr fever nodes in the splitting tree than there are transitions.

4.3. Summary

Although we cannot capture message biha by exhaustvely enumerating all possible message
paths, we can still obtain armession of message iy partitioning message domains intoiite num-
ber of message state¥/e then atend the notion of a message path to alternating sequences of message
states and procedureshe dificulty then lies in determining reasonable partitions of the message domains,
and in disceering what the state transitions are.

Since we wuld like message states to correspond closely to sets of messagesthtbgetherit is
instructive 1o consider what xactly influences message pathe devdop the idea of a "control atttiie"
being an attribte whose alue somehw influences routing.Routing is directly décted by selection
attributes that appear in trigger conditions, and by routing atathwhose alues are used to computeane
locations for messagedttributes used in the computation of actions that modify control atiisbare also
control attrilutes. Adistributed algorithm for determining the control attrtibs has been presented.

Message states intuiely correspond to predicatesean the control attribites. Theseredicates come
from the trigger conditions, and fromviting the actions that modify control atwifes. Theanalysis of
state transitions is simpifd somahat by considering message statgeessible as conjunctions of simple
conditions on indiidual attritutes. Wherdfields are numeric, message states are products ofuttrib
ranges. Thattribute ranges may be obtained at the same time that the contraltattritve detected.

State transitions occur when there is a possibility of a message in one state to be mapped to a mes-
sage in another state,vgn the presence of the requisite coordinating messaljesessage states and
actions are reasonably uncomplicated, then the state transitions can be determined without too much dif-
ficulty. With very messy states or actionswwer, it may be ery hard to tell whether a state transition
may tale dace without the help of numerical analysis tools or detailed information on the functional beha
iour of the actions.One approach to this problem is to monitor messages warthéandled by a proce-
dure and note what state transitions actuallye tdlace. Thishas the adantage of not requiring gn
detailed analysis of actionsytbhas the distinct disadatage that one wer knows for certain that unob-
sened transitions are impossible.

If an "analysis wrkstation" is gailable, then all state transitions can be sent to that station where the
information will be processed and analyzedternatively, message paths may be determined by using
"symbolic messages" that represent sets of message statesvhdtdra station to station collecting state
transitions. Thidas the adantage of determining only those states and transitions that are actually reach-
able, and of not putting grundue computationalusden on ay given workstation. Thecost is a greater
load on the communications medium to handle these symbolic messages.



5. Global behaviour

In this chapter we a@r a variety of related topics thaalf under the general heading of "global be-
haviour". We first elaborate on ouirfite state automata interpretation of message, ffad we shw how
coordination of messages by procedures can beaeubby dewing a Petri net model that "welds" the au-
tomata togetherThis Petri net model pves wseful in later discussiondNe dso discuss arious types of
blocking, in which messages are held up imdefly at a procedure vwaiting some gent. Theopposite
problem, in which procedures are endlessly triggered and messages return repeatedly to the same state, is
discussed in the section on procedure loops and message Rlopking and looping thus constitute the
two extremes of anomolous behaur in message system# section on run-time monitoring roundsf of
this chapter with some suggestions on alteveatays of detecting procedure loops.

The model of message fichat we hae devdoped is characterized by a collection of message states
representing sets ofilues that messages may acquire, andxpyessions of the state transitions thaythe
may undego. We havenot yet aplicitly dealt with the matter of coordination between messagesfef-dif
ent types, nor ha we characterized global befiaur by classifying the ays in which messages maywio
through the system.

Some questions about global belbar are straightforard to handle.One mayfor example, easily
identify unreachable message states by noting what states are not encounteyeaf byeasymbolic mes-
sages in the algorithm described in chapter.fdther questions are not so simple to ansvéris has
much to do with thedct that we cannotxbaustvely enumerate all message patiéessage states saird
information by equating messagelwes that may inatct behse rather diferently The better the message
states are, the less information that is I¢ét."better" partition may or may not beiadr one.)

We may especially note this loss of information in the non-determinism displayed in the message
paths. Althougtthere is a certain amount of non-determinism inherent in the model, spurious "nen-deter
minism" may be introduced by a message state space that is "too caslesgiall see in anxample hav
this may happen.

Blocking is one aspect of global bef@ur. A procedure is bload if it is waiting for messages that
never arrive. There are seral reasons whthis may happenSpurious non-determinism is one of the rea-
sons it is dificult to detect some kinds of blockind\nother problem is that since our message paths are
only "approximate", we must be careful when we use them ta drferences about the presence or
absence of blocking.

A curious phenomenon that may occur in a partially automated message system is that of message
loops. Anunfortunate combination of procedures may bat a message back and faeh fwnentil some-
one notices the problem and stops them.

A slightly more unusual problem is the occurrence of "procedure lodipste we hae a &t of pro-
cedures repeatedly triggering each other through the messagesoithéce. Althoughmessage loops are a
special case of procedure loops, we mayehapocedure loop with no message loop, especially if the pro-
cedures consume their input messages and produceutguts with each iteration of the loop.



Because our analysis sairés some information for the sakf tractability, other techniques that do
not male smplifying assumptions about message éha can be gry useful in detecting some of these
problems. & describe, for gample, a vay of detecting procedure loops at run-time by monitoring the
chain of @ents.

5.1. Retri net representation and non-determinism

Before we continue with a discussion of non-determinism, it is insteuttinote that there is a natu-
ral Petri net interpretation of global befwur arising from the message states and state transitionsdderi
in the preious chapter

Although message beViaur can be compared to the beioar of a fnite automaton, this does not
tell the whole story since coordination is napkcitly represented What we in &ct hae is acollectionof
finite automata, one for each message type, interacting with each lethgrocedures tare, several of
these automata must be in the right state at the same ltinfiact, it is possible to "weld" these automata
together in such aay as to produce a Petri net that captures the procedure interadtiengesulting Petri
net not only models the messageniand control flav apparent in the automataythalso captures the ceor
dination of messages by procedur®¢e thus eplicitly represent the fl@ of messages of all types at once,
and the necessary trigger conditions (in terms of message states) of all procedures.

Considerto begn with, a Petri net with one transition for each procedure, and places for the inputs
and outputs of the procedureSach input and each output may correspondverasemessage states,wo
eve. Let us then add one place for each message state of each messalyemyasd transitions from the
places representing message states to the places representing inputerwhessages in those states
match the trigger conditions for the procedu&milarly add transitions from outputs to message states
when actions may map messages to those stitdigure 5.1 we represent procedyrevith inputsi, and
i, and output®, ando, as a single transitionMessage states, throughs, ands ¢ throughs ¢ are repre-
sented by placesPetri net transitions are also present to represenathéhat input,; corresponds to mes-
sage states; ands,, and thatp generates outputs in statge. An entire Petri net may beuldt in this way
with transitions mapping message statesapious types to other message states.

There is a serious problem herewfeeer. In figure 5.1 it appears that messages in statesr s ¢
may map to messages in sta¢gp or s ¢. Suppose that inaict we only hee gate transitiong: s G® s ¢
andp: s 6® s ¢,. In this case that informationauld be lost by our Petri net interpretatidhis possible to
remedy this situation by addingtea Petri net states to "remember" what theviptes message states were.
In figure 5.2 we hee alded stateg, t,, t§ andt¢ to accomplish precisely that.

We may formalize this construction as fols:

Let P be the set of procedures in the systehip) =<---, 1, ---> is the list of input types top.
O(p) =<---, 0y, -+ >isa'copy” of I(p) representing the outputs;; is the set of message states of type
Xi. Ti 1 {(psj,sWlsj, skIS i, pIP(s)), &(sj) C s t £} is the set of state transitions for messages of
type X;. There are at mosP|” |S° of these (and, in general, much les&)so, letr; = {(p, sj)|§| sk such
that (p, s, s )1 T;}. Ther, represent the; that trigger some proceduge We shall use the elements of
these sets as labels for the places and transitions of our Petri net.

Let our Petri net hae pdaces with labels in:
{IlpT P, 1 in (P} E
{O,1pT P, Oy in O(p)} E
(E S)ECE m)

X1 X

and transitions with labels in:

PE(E mE(E T)
X1 X X1 X

Note that we hae loth places and transitions labelgd QJ)T r;, but they are in fact to be considered dis-
joint. We therefore hee paces representing message states, procedure inputs and outputs, and "state
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Figure 51: A Petri net interpretation of messagevilo

reminders" to remember ptieus states.The transitions represent procedures and the acts of "grabbing"
and "releasing" message$he "grabbing" and "releasing" alls us to capture the idea that procedure
inputs and outputs may correspond teesal states.

The transitions ha the following inputs and outputs:
1. atransition labelei P has inputd (p) and outputO(p),
atransition labeled(q, sj)T ri has inputs ;, and has outputsyy, s ;) and | o wherel = X;
3. atransition labeled(, s ;, s )1 T, has inputs , sj) and Oy, whereOy, = X;, and has outpus .

It is now clear from the construction that ks may trjael from message state; to states, via
procedurep only if there is a state transition labelgd &, s, )1 T;. This is the problem that we set out to
correct after ourifst attempt at a Petri net representatibomaddition, procedur@ may only fre if it has at
least one messageailable for each of its inputsWe havetherefore succeeded in "welding" together the
finite automata of messagevilby reclaiming the coordination that we "saiwéd" in chapter 4.

Note that the Petri net we Ve dtained is "conseative'. (A Petri net isconservativef we can
assign weights to ta@ns according to their places so that the net weight of the entireveetchanges.)
Since tolens represent message instances in certain states, this means that messages are "honestly" repre-
sented. W reither @in nor lose messageso prove tis, let us assign double the weight toeiok in the
places representing message stat€snsider the transitionirings in 1, 2 & 3 abee. Transitions
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Figure 52: An "improved" Petri net interpretation

representing procedures arevitlly conserative snce theg al have the same number of inputs as outputs.
The "grabbing" and "releasing" transitions are also coatieevince the former "splits" a message state
token into a procedure input telk and a "reminder" tek, and the latter "joins" a "reminder" takand a
procedure output t@n. Ineither case, the total weight of the ¢ok is the same before and after

The net is no longer consetwe if we add extra transitions to represent the creation and destruction
of messagesThis may be done by adding one transition for each place representingtate or arw
state. ©kens could then be added at will to thetates, and remved from thew states. Equalently, we
may simply delete procedure input and output places corresponding to the creation or destruction of mes-
sages. Messagdatesa andw need not bexlicitly represented in this case.

It is important to note the distinction between the Petri nets that we generate from the message flo
automata and the Petri nets that appeamblsee in the literatureln SCOOP [Zism77] and inakis
[MyBW80, Barr82], Petri nets are used to contrdica actvities. Inthese systems the Petri nets are
explicitly given by the person specifying anfiafe procedureln our model, havever, the Petri net-lik be-
haviour is a side-déct of simple one-step procedures that are only loosely conndetetthermore, tokns
in SCOOP and axis represent flo of control rather than fl of message instance#n our model there is
a \ery close relationship between message fiod control flav since messages must be present for proce-
dures to be triggeredSimilarly, in Information Control Nets [Elli79, Cook80], which strongly resemble
Petri nets in manways, there is a consciousfat to distinguish between data Woand control flov.
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Here, since we are interested in automatically triggered procedures, wermalscious dbrt to identify
the two.

Finally, the Petri nets that we generateul typically contain dr more places (corresponding to
message states) thamowid be required to represent a procedure in SCOORas.TThisis because we
wish to translate as much as possible the trigger conditions of a procpahgectionsin SCOOP) into
distinct message statel this way the Petri net itself rather thanyatode associated with its transitions
more accurately reflects the betmur of the system in terms of messagevflo

Petri nets are non-deterministic modelhe non-determinism displayed in our Petri net model of
message flo has a wariety of sourcesMost of these sources are aaetb of our modeling assumptions
rather being inherent properties of the systems we are studfdegan identify four main sources of non-
determinism, or apparent non-determinism:

1. Coordinationwe cannot necessarily predict what coordinating messages wi#l. aince the entire
input set must bevailable for a procedure to be triggered, we cannot predict on the basis of a single
message alone what will happen toRurthermore, a single message may be capable of simultane-
ously triggering seeral procedures at once if the right coordinating messages are présamsi-
tions may thereforexést from message states to the inputs wéise procedures.

2. Userinput: since this is, strictly speaking, outside of our system, we can at best model it as non-
determinism in the actionsActions can thus be seen as "mulited" functions with a particular
value being chosen by the usdfrocedure outputs can thus be mapped todirsevaal nev mes-
sage states.

3. Randommumber generators: applications are corat®¢ in which a pseudo-random number genera-
tor is used in procedure action§Such as selecting random lot humbers for testing purposes, or
selecting a random message recipient wheerakewill do.)

4, State-spacgranularity: a message state-space that is "too coarse" will yield a model of mesgage flo
that exhibits non-determinism that may not be obaéte in the real systenilhis is a consequence
of identifying messages that are actuallfediént in signifcant ways. Theollowing example is used
to explain hav this may happen.

Suppose we ha five procedures handling customer recordgls. is used to create werecords. p;
and p, are fred weekly p; automatically increments theeeks gerduefield. p, automatically generates
messages to Simon if the account is more than 5 weekdue. p; resets thaveeks veduefield to zero
when payment is reosd. p, may be used to retire a customer recoftle account must not beevdue.
There are three states of interesg, s, ands, represent records with averduefield of 0 weeks, 1 to 5
weeks, ander 5 weeks, respeatély. We havethe following state transitions:

Po:a ® sy
P1:so® s
P1:s1® {s1,55}
p1:s,® s,
pPis,® s,
P3:so® sg
p3:s1® sg
pP3: s, ® s
Ps:So® w

The net state functior? would map 64, ps) to s, for example. V¥ represent this graphically in the (non-
deterministic) ihite automaton ofifjure 5.3.

A reqular expression representing the possible message paths is:

f(a)=a poso(Psso+ P1S1(P151)*(P3So+ P1S2(PLS2+ P25S2)* P3So) ™ Paw
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Figure 53: Non-determinism in messagewlo

In this xkample it appears that; may fre indefnitely without ever causing the message to change
from states; to states,. That is, in state,, the efect of firing p; is not uniquely determinedrhis is not
so, of course, since aftdrifg five times, the message will reach state The apparent non-determinism
could be remeed by creating separate state for messages wivesks gerduefields hae the \alues 1, 2,
3,4 and 5.

Although it is easy to point this out in araenple such as this one, it is quite another matter to do it
automatically If, for example, we try to subdide s, then we end up with an infte number of states,
which will never do. (Thisproblem vas discussed in chapter four at the end of the section on obtaining
message statesThis is one of the costs of saarifig information in order to makthe problem of charac-
terizing message flotractable.

Although non-determinism is a characteristic of these systems {spkgifivhen messages may trig-
ger multiple procedures), our means of modeling messaggibehmay introduce non-determinism that is
not obserable in reality This apparent non-determinism may sometimes be eliminateiddsyuhing the
state-space. Onaust thereforexercise care in dring conclusions about message hébar where non-
determinism is concerned.

5.2. Blocking

A procedure iblodked if it waits indeinitely for one of its inputs to amé. If the procedure has only
one input, then that simply means the procedure doedreptiit there may not necessarily beydar
reaching dects. If,on the other hand, the procedure doeshaher inputs, then inputs that amito be
processed by that procedure magitviorever because of the blocking.

There may be seral reasons for an input not to agi
1.  Theinput is n@er created.
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This causes blocking when a coordinating message is uniquely determihethels not, indct,
exist. If, for example, an order is placed for some "feefteers", and no such itemsist, then a
procedure that attempts to match such an order with a correspondemgoip record will be
blocked.

2. Themessage states corresponding to the trigger conditions of the procedure are unreachable.

This may happen because the message reaches a dead end, or because it entiteslaopinbdr it
may simply be that all possible pathveid the procedure in question.

3. Themessage states corresponding to the trigger conditions of the procedwadaiele.

Messages of the input type in question may be able to reach the procedure to triggeaftérriatie
paths may woid it entirely Blocking may occur here if the message is uniquely determined by the
other inputs.An order form that is to be matchedaatst an imentory record for "eeblefetzers" will

be unable to proceed if thevamtory record happens to be routed along a path thédsait. (We
assume that there is a uniqueemory record for apgiven item.) If,on the other hand, anvientory
record is vaiting to be matched agqst an order form, then it may not matter that the order form can
be routed along alternat paths -- there will be other orders for that item, so the procedure will not
necessarily be bloek.

4, Theres a "blocking loop".

Two procedures are eachaiting for a message that is stuck at the otfitnis is what is most com-
monly thought of when we speak of "deadlock" in systems where there is contention for resources.
The resources in our case are the messages.

5. Themissing input is itself stuck at another procedure that is bthck
The other procedure may be bleckfor ary of the first four reasons.

Note that in cases 1, 3, 4 and 5 we onlyehdocking if the avaited message is uniquely determined
by the other inputslf it is not, then another message in the same state weatually arrive, so we would
not have Hocking. For example, since order formsowld not be uniquely determined byyaprocedure
matching them ajnst irventory forms, thg could never be the cause of blocking in such a situatidn.
case 2, we ha Hocking esen if the avaited message is not uniquely determined simzenessage may
eve reach the desired state.

Let us consider each of the cases in turn.

5.2.1. Message eation

The frst case seems aghinerate one, and not so much a candidate for analisiary rate, one
may easily identify all the procedures that are responsible for creating messagesvaitéuetgpe. Possi-
bly this information can be useful in determining whether tha@tad message has been creatédve can
determine that procedurp may not be supplied with some inputs for this reason, we saypthat
1-blodked, or 1-BL, for short.

Of course, if the procedure creating the messages isdulpttien no messages will be creatétis
may be considered an instance of case Wehe.

5.2.2. Uneachable states

Cases 2 and 3 are quite similar in that we are interestedispicih the message pathi case 2 it
is simply a matter of determining whether the message states corresponding to the trigger condition of a
procedure are reachable or nd@tis information is readily\ailable from our veork in chapter 4.The sym-
bolic messages only encounter reachable message dtatssof reachable and unreachable states can thus
be compiled.

Exactlywhya particular message state is not reachable is another mattdraracterization of mes-
sage flov may be useful in tracking en what is wrong, bt it is well-nigh impossible to tell this without a
deeper understanding of what the procedures are supposedToate. are, hoever, two readily identif-
able situations that suggest that something is amiss:
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i) A message may hitdead end

A message that ends up at a location where no procedure is prepared to handle it at all is at a "dead

end". Wthout user intergntion the message will stay there famre A dead end may be the conse-
guence of incorrect routingNaturally this will preeent a message from reachingiting procedures.
Again, we may disoger dead ends by our analysis of chapteiS4mbolic messages terminate when

a message is destyed, or it reaches a state that has been seen by some other symbolic message, or it

reaches a state that is a dead end.
i) A message may enter aniimfe loop.

This happens if a message reaches a set of mutually reachable states from which there is no escape.

Statesoutsidethat set wuld not be reachabldn particular w could never be reached. Thisoo may

be the result of incorrect routindgn a directed graph, a set of mutually reachable nodes is called a
dicomponen{BoMu76], or astrongly connected componegithHU74]. Oncea message leas a
dicomponent it may (by diefition) never return. Ifthe dicomponent cannot be left, then the message
is in an infnite loop. A depth-irst search algorithm can partition a directed graph into its dicompo-
nents in orde®(max(n, €)), wheren is the number of nodes ards the number of edges [AhHU74].

To identify infinite loops, one need only determine whether there areiaomponents with no arcs
leaving it for another dicomponent.

A procedure for which some input cannotarbecause the input message states are not reachable is
2-bloked, or 2-BL

5.2.3. Avoidable states

In case 3 we are concerned with messages that may or may et Argtate may be reachablejtb
not necessarily by all messages of the symettiype. Blocking is possible if angiven message is not guar
anteed to reach at least one of the message states corresponding to the trigger eontthimimessage is
uniquely determined by one of the other inpufts.determine the lattepne needs to ke something more
about constraints on the messagésfor example, we knw that a certainiéld of a message is &k field,
and we hae a pocedure that matches that messageret) another via thaek field, then we kne that for
ary matching input it is uniquely determineén inventory record, for @ample, is uniquely determined by
ary order form.

As to the matter of reachabilitwe may rephrase it as folles: Is it possible for messages of aepi
type to &oid all of the message states corresponding to the trigger condition feerepgdcedure? Idig-
ure 5.2, message stategsand s, must be simultaneouslyaidable for inputi; to be aoidable. Inthis
light it is clear that we may easily answer this questi®ne need simply tiarse the directed graph of the
message state automata, starting,and avoiding all nodes representing message states that are inputs to
that procedurelf we can construct a path tethat aoids all these nodes, then it is possible for a message
never to trigger the procedure in questio@learly we need only tv@rse each edge of the graph at most
once, so the problem is sable in ordelO(t), wheret is the number of state transitions (i.e. the number of
edges in the graph)f all paths encounter at least one of the input states, thgratheinaocidable (as a
set), and this cannot be a source of blocking.

If the reachable message states corresponding to some input of praqeederall acidable, thenp
is 3-blodked, or 3-BL

5.2.4. Deadlock

There is the possibility of deadlock, whereirotprocedures are eachaiting for a message held by
the other

Suppose that procedupehas some inpux that uniquely determines some other ingutSuppose
also thaty may come top from p¢ and it uniquely determines some inpuat p¢ Finally suppose that
comes top¢from pttwherez uniquely determines the sameof procedurep. We then hae a mtential
deadlock in whichx waits at p for y, y waits for z at p¢; and z waits for x at p¢¢
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Let us suppose that we kmdor all procedure when some inpu;1 I (p) uniquely determines
some other inpquT I (p), andthere is no other procedumaccepting messages of type in the same
states as those acceptedyMessages of typX; must therefore wit at p for the arrval of somespecifc
message of typ&;. A message of typ&; would gniquely detAermine one of typ& wheneer we have
some trigger condition of the form, =y, wherexl dom(X;), yl dom(X;) and X, is a ley field of mes-
sages of typ&;. We represent this information as a set of tuples:

AWAITSI {(p, Xi, Xj)IpT P, X;, X;T X}
For (p, X;, X,—)T AWAITS we say thatp: X; ® X;, or simply X; ® X;. Furthermore, we say that:
X ® X,
if we have a ®quence:
Xi® X;® ---® Xy

If p:X; ® X;j, then messages of typ§ mustawait uniquely determined messages of tyge Smilarly,

if X; ® X, then messages of typ§ must avait messages of typ¥,, since the latter are uniquely deter
mined by the former

If X; ® Xj,and X ® X, (i.e. X; ® X;)then a message of typé awdts a message of type; and
vice ersa. Ifthe "two" messages of typ¥; are in fict one and the same, then weehthe distinct possi-
bility of deadlock. We reed only ind ourseles in the situation where messages of typand X; are
awating each other at precisely the same tirsénce there is no other procedure that these messages can
trigger, then thg will both wait forever, neither able to reach the other

The setAWAITSof dependencies daks a directed graph with nodesXnhand arcs inAWAITS

X; ® X; occurs precisely when there isycle in the directed graphCycles, of course, occur within the
dicomponents of the graphAs we mentioned earlier in this section, dicomponents can easily be deter
mined by a standard algorithm such as in [AhHU7Ahy dicomponent with more than one node in it

would yield an instance of; ® X;, and would therefore prade us with a potential deadlock.
If a procedurep can be blockd due to deadlock, then we say thés 4-blodked or 4-BL

5.2.5. Recursie bocking

Finally, blocking in one procedure may cause blocking in other procedifrése first procedure is
preventing messages from miong on, then other proceduresaiing for those messages will also be
blocked.

To detect recursie Hocking we mustihd out not only which states are unreachablevoidable, lut
also which states are "blocking state¥Ve all a message statebbocking state(BL-statg if every proce-
dure efecting a transition to that state is bledk that is:

for each(p, s, s 91 T;, pis blocked <> s ¢is a blocking state

Corversely if every state leading to an input of some procedupiis a blocking state or is unreach-
able, then that procedureSsblodked, or 5-BL This is a consequence of trect that blocking states are a
variation on unreachable states --ytlaee unreachable only as a result of other blocking.

Similarly, if an input is uniquely determined, and the reachable, non-blocking states a@dalbke,
then the procedure &blodked, or 6-BL We therefore end up with a recursiform of blocking.

We may summarize potential blocking detection in the feillg algorithm to be run at all stations
("new" BL-states mentioned in step 8 come from steps 7 or 13, wicisegopropriate):
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for each procedurep do {
for eachinput X; T 1(p) do{
if p:X; ® X, then
checkf pis 3-BL
elsecheck ifpis 2-BL }

agrwnE

6. determinavhich p are 4-BL
7. identifyall BL-states arising from thq ab®
8 for each p not BL, such thaty, s, s 1 T, wheres is a nev BL-statedo {

9. for eachinput X; T 1(p) do{

10. if p:X; ® X, then

11. checkf pis 6-BL

12. elsecheck if pis 5-BL
}

}
13. identifyall new BL-states arising from the ne5-BL or 6-BL procedures, if an
14. if there are no e BL statesthen STOP
15. elsecontinue from step 8

Steps 4, 5, 6 and 7 are as described earlier in this se&ieps 11 and 12 are similar to 4 and 5.

The algorithm must terminate since there are onipitefnumber of procedures andiaite number
of states.As long as the algorithm continues to run, at least omeBiestate must be found at step 13.
Eventually we must run out of candidates for BL-statgsnilarly, we eventually run out of candidates for
5-BL or 6-BL procedures.

The blocking that we uneer can be of interest in seral ways. Ifa procedurep is 2-BL, then we
know that it cannotife under normal circumstance$his means that (according to our analysis) there is at
least one input to the procedure for which there is nevhrmath to the procedurélhis may mean thap
is incorrect, in the sense that it has been created under the delusion that itsilhputge, or it may mean
that some incorrect procedure &bere is improperly routing messages, possibly to dead ends, or into
message loopsAn examination of the message Wautomaton will reeal haw it is being routed, and pos-
sibly provide some insight into what the problem is.

If procedurep is 3-BL, then that means that a uniquely-determined input is (theoretically) capable of
avading p. An examination of the path that does (appear taicap can preide insight into whether
there is truly a problem or notote that our analysis may\Yegenerated spurious paths, if there are state
transitions present in our model that for some reaseer tetke gdace in the running system.

Procedurep and ptare 4-BL if there is some theoretically possible @pnfation in whichp and p¢
are each prenting the progress of messages required by the other procdtueemains for someone to
look more closely at that cagfiration to tell whether it is inatt reachable in the running systehit is,
then we can either modify the proceduresvoichthe blocking, or we can monitor the laf these mes-
sages to detect blocking if i@ occurs.

Procedures that are 5-BL or 6-BL are only bkxtkf message inputs are stuck at a bdackroce-
dure. Naturallyif we lve the blocking at the other procedure, or if that blocking is not reflected in the
running system, then the 5-BL or 6-BL problem gogaya

5.3. Procedure loops

Infinite loops may be thought of as the opposkeesne to blocking and deadlockn the case of
blocking we had problems with messages being "stuck" and nothing happening as a consétprenge.
have problems with too much happeninglessages either loop endlesslisiting the same stations and
procedures, or procedures ared repeatedlycreating an undending stream of messadis.shall discuss
here the kind of infite loops that may arise, andvihave may go about detecting thenThe diferent
kinds of loops all turn out to beariations on what we call "procedure loopSur Petri net model pvides
us with an analytical approach to detecting when procedure loops may occur
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Our discussion of message loops earliseaked that there may be situations in which messages
encounter the same stategnitély often. This may happen naturally with certain messages that aaetin f
records epected to be handled repeatedly and iimitefy in more-orless the same ay. The inventory
records of a preous xample are repeatedly processed by the same proceduresyerheve ader forms
arrive. This sort of message loop does not caugepesblems since the wentory records must ait before
they are processed afn. If, on the other hand, thelo not have o wait, then we may h& a nessage loop
that is unmoderatedProcedures willife repeatedlyas fast as the possibly can until someone notices the
problem and repairs it.

Unmoderated message loops can be thought of as a special gaseediue loops A procedure
loop &ists when a gien configuration of procedures and message instancesdes the opportunity for
some procedures tard infinitely often without human inteention. Ewery unmoderated message loop,
then, is clearly part of a procedure loadpome procedure loops, Wever, may not contain anmessage
loop. Consideffigure 5.4. Procedurep generates message which is consumed by procedupg€ p¢in
turn generatey, which triggersp. We havea procedure loop, lit no message loopxists since all mes-
sages handled by and p¢have finite paths.

Figure 54 : A procedure loop

Procedure loops depend not only on the presence of an unusugii@ign of proceduresubalso
on a corresponding cdgfliration of messages to start the "chain-reacti@r Petri net interpretation of
message fl can help us n@. A Petri net can represent the interaction of procedures (up to the gccurac
of the message state-space partition), and a marking of that net can represent the current message states of
all the messages in the systeiVe limit our Petri net to those procedures that do not requiyeuser
input. Aprocedure loop»asts if the Petri net can bedd forever. This may happen if and only if there is
some transitionifing sequence that may be repeatednitdly often [KaMi69]. Such a sequence must
yield a nev marking that is "at least as big as" the initial marking, that is, the sequence must at least restore
all of the tolens usedlIf mis a marking of the Petri net, ahd - -t is a transitionifing sequence yielding
new marking nf; thent, - - -t,, can be repeated inftely often if m £ nf for eachi.

Karp and Miller in [KaMi69] describe seachability treewhich summarizes the markings reachable
from an initial markingm The nodes of the tree are markings and "pseudo-markivye"daw an ac
between tw nodes if there is some transition that is enabled initserharking, and results in the second
marking when it isifed. Whenger a marking is reached that is strictly greater than someique mark-
ing, then the greater components are replaced by the sym(poltt to be confused with the of message
flow model). Markingscontaining arw are calledoseudo-markingsAny node that is identical to grof
its ancestors is made a terminal nodéis guarantees that the reachability treeitiéef(see [Pete83] for a
readable proof of this result)\e an tell if the Petri net can badd forever by examining the reachability
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tree.

This result suggests that we may be able to desgqwocedure loops by generating a reachability tree
for the message fio Petri net. This may in fact, be done for gngiven marking of the Petri net (i.e. gn
given configuration of messages in the syster@ur attempt is frustrated, tvaver, by the fact that we wish
to determine whether procedure loops maigtefor all possible markingsThe reachability tree answers
the question: & a gven marking, can this Petri net beed forever? Whatwe would like to know, how-
eve, is: Does this Petri net @ a marking from which it may bered forever?

An olvious approach is to try to s@the problensymbolically We may generate a reachability tree
starting with an initial marking consisting oéniables rather than constanti§é.we ever reach a marking
that is at least as big as the initial marking, then we are déoenatter that we do not Y& pecifc values
for the initial marking sincevery reachable marking can simply be computed radat the initial one.
Unfortunately this plan has aveee problem.Crucial to the algorithm for generating the reachability tree
is the criterion that the tree biaife. Thisis done by shwing that ay infinite sequence of transitions must
evantually yield a marking that is at least as big as some ancéstoen we start with a symbolic initial
marking, the ajument no longer holdsSince the initial marking may be arbitrarily gar (though ifiite),
different components may gvand shrink without bound.

Although there may be aay to "patch" the reachability tree for symbolic markings, there is another
approach that easily yields a solutidPetri nets are equalent tovector addition systenj&aMi69]. This
alternatve representation encodes the transitions of a Petri net by usingwatvices, A" and A". Each
matrix hasn rows andm columns, wheren and m are the number of places and transitions, respebcti
The ¢, j) entry of A" is - 1 if placei is an input to transitioty and the  j) entry of A’ is +1 if place is an
output to transitiory;. For the net inifure 5.4, we hee:

€0 -1 é1 ou
':él OuandN:éOla
<) a e

with p and p¢represented by th@$t and second columns of each matrix, respégti

Transitiont; is enabled in markingnif m+ A"; 2 0 (where A’ is the jth column ofA"). Suppose
A=A +A". Inour example:

c

21 -1
gl 1

@™ D

A=

o C

If t; is enabled inm then the result ofiing t; is ¢ =m+ A;. Furthermore, if we hee a gquence of tran-
sitions that can beréd from m and we represent that sequence by a colueatovx wherex; is the num-
ber of timeg; is fired, thenn® =m+ Axis the marking that results aftérrig the sequence.

If we can fnd some non-rggtive integer column ector x! 0 such that Ax3 0, then
mt =m+ Ax> m s0 that ary transition sequence representedxbgan be ifed indefnitely, starting from
some appropriate initial markingg Furthermore, we canabys find a markingm"big enough" that the
transition sequence representedxigan be ifed at least onceThe markingm= - A" x, for example, guar
antees this.Consequentlywe havea procedure loop if and only if there is somesuch thatAx3 0. The
guestion only remains whether we can easilyeséix3 0. To this end we present the folling theorem:

Theorem 5.1: The problem, "Does a Petri netveaa narking in which some transition sequence can be
fired infnitely often?" can be sobd in polynomial time.

Proof : By reduction to linear programmingd.et A be the matrix encoding the transitions of the Petri net,
as described abe. Then the problem is sadd if we can answer whether thesgsés a non-ngstive inte-

ger column ectorx * 0 such thatAx3 0. Let A¢be the matrix obtained by adding a column of zeroes at
the left side ofA, followed by a rav of ones at the top of. Agis therefore ann(+ 1)~ (m+ 1) matrix such
that:
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} A ifie1,j21
AG=i 0 il j=1
i1 ifi=0

|

Intuitively this corresponds to adding one pla@g, which is an output of wery transition, and
adding one transitiorty, whose only output i9,. Consequentlyp, senes tocountthe total number of
transition frings.

Consider the linear programming problekx¢ 3 (1, 0,...,0" where we seek to minimize the cost
functioncxg ¢ = (1, 0,...,0. (If vis a rav-vectot thenv' is the column-gctor v transpose Thecost is
thereforex¢), the number of times that we needite f,.

The constraintA¢x¢ 3 (1, 0,...,0" guarantees that at least one transitios since each transition
places a to#n in p,. Furthermorex¢ =(1, 0,...,0" is a basic feasible solution, since transitigplaces
a token in py. The cost of this solution is 1, sintgfires once.This is therefore an upper bound on the
cost. Thdower bound is 0, corresponding to a solutigithat does not uslg. Such a solution wuld also
be a solution to our original problem, since it guarantees thatevenfly transitions represented By

Furthermore, the solution isvedys either zero or oneSuppose that we t1@ a slution such that
cx¢ =x§ lies between 0 and I(Such a solution wuld correspond to a "fractional" number wings oft,.)
Considerx¢ =x¢¢ x¢twhere:

10 ifi=0 Ixg ifi=0
X¢‘¢‘} x¢ ifi10 2 X¢¢¢}o ifi10

Now

Atx¢e Atx¢ee el, 0,...,07
Atx¢¢ 1, 0,...,0" - Atx¢ce
Atx¢¢ {1- x¢,0,...,0"

Since (1- x¢) > 0, there aists somek such thak(1- x¢) > 1, 0
Atk x¢¢ 41, 0,...,0

but thenc kx¢¢ B, a contradiction to our assumption that the minimum lay between 0 and 1.

The linear programming problem has a solution with cost O if and oAly 3f 0 has a solutiorx * 0.
This is easily seen by letting = x¢ for all i > 0. Furthermore x¢cannot be all zero els&¢x¢ =0, violat-
ing our constraintA¢x¢ 3(1, 0,...,0". Hencex is a non-zero solutionFinally, xtmay be non-intgral,
but linear programming wlays yields rational solutionsSincex¢is a rational solution, thereists a posi-
tive integer k such thatkx¢is integer. Furthermore, ifx¢is a solution, then clearly so kx¢ This then
yields an intger solution forx, if one &ists.

Since linear programming is sable in polynomial time in the size of the input (by the ellipsoid
method [RSt82]), so is infite fireability of Petri netg;

Since there is a polynomial-time solution to the procedure loop problem, one iotefenng if
there is not some ay of making the reachability tree approactrkv Thiswould be especially desirable
since the linear programming solution degsrehe intuition behind the problem: there is no notion of "frac-
tional procedureifings”, though linear programming yields rational solutiohte we do not hae ©
resort to intgerlinear programming, since we are not really interested in minimizigthiag. Thecost
function that we construct is there mainly as a tool to count transitiogsf Inthe end we merely wish to
find any solution, not some "optimal" one, inyagense. Sinca rational solution yields an irger one, we
may &ploit the polynomial nature of gelar linear programming.
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5.4. Run-time monitoring

We havementioned seeral times that our analysis $eifs from our inability to haustvely enumer
ate message pathbessage states wvigably hide some of the ddrences between "similar" messagége
would therefore like to devdop some techniques that supplement our analysis by monitoring systeva beha
iour at run-time.

Some problems are ¥ral to identify: dead ends are easily recognized if a messalgetd satisfy
trigger conditions of anof the procedures it is currentlxmosed to.Similarly we may tak mote of non-
determinism whener we find a message triggering awprocedures simultaneouslyOf course, to do so
we would need to list all the procedures the message may tiigdee firing ary of them; aftervards it
may be too late.)

Less trvial to detect are message loops and procedure |ofs. is of special concern since yhe
are eamples of the system "gone wildAt best these loops needlessly consume gples. Atworst they
may saturate thdlé system and the communications medium with endlessly generated med$ages.
can detect these loops whenytloecur, then we can arrest the damageytimay inflict.

In the follaving two sections we suggestays of tackling these problems at run-tininfortunately
(as we shall pne), there are no dctive procedures for conclusily detecting message loops or procedure
loops, lut we can neertheless apply some techniques that will tell us where potential laggts e

5.4.1. Message loops

Message loops are generally of concern i tfre unmoderated, that is, if a message in the loop can
repeatedly trigger procedures withowtiehaving to wait for user input or a coordinating messafées-
sage loops are therefore potentially detectabledmpikg track foreery given message after it has been
processed by a procedure whether it can immediately trigger another procedure\ide mall. a sequence
of procedures that a message triggers withoytvaaiting anunmodeated triggering sequence If such a
sequence terminates (with the messaggting, or being desty@d) then the message is not in an unmoder
ated loop.

In figure 5.5 we see that messagis in an unmoderated loopts unmoderated triggering sequence
isp ptp--- Here,y andz are in loops, bt each must wit for x or x¢before thg can triggerp or pg
respectiely.

Figure 55: An unmoderated message loop
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How long must an unmoderated triggering sequence get before we are guarantedtyc heop?
Unfortunately this is the halting problem: we may modeldanfy machine by using a list attute of some
message to represent the ifiite) tape of the diring machine, and a procedure to model the logic of the
Turing machine (since our actions are completely genelidg trigger condition of the procedurewd
be that the message not represent a halting state of the mathaaction wuld be to compute the xte
state. Ifwe could eflectively tell whether messages are in a loop or not weld hare a slution to the
halting problem.This problem is knan to be undecidable [HoUI79].

The only reason that we can "detect" message loops and procedure loops is that we approximate sys-
tem behsgiour with a simpler modelln fact, the procedure loops and message loops that wevelisno
earlier sections may not (as wevbgminted out) necessarily correspond to real loops.

When we attempt to detect loops at run-time we ared with the same problerif.a message does
"stop" and vait when an unmoderated triggering sequence terminates, wetlhkabwe do not hae a bop.
If, on the other hand, it does not stop, then weeha efective way of determining whether it willver
stop or not.

At best, we may apply some rules that help us tell if something does appear to bewgging a
Clearly, a message loop requires that some message encounter at least one prodeilele often. Fur-
thermore, we can safely assume that most unmoderated triggering sequences will be quité ahort.
unmoderated triggering sequence for eegimessage instance doevea that that message has encoun-
tered some procedure twice, then we will probakdytto sound the alarm.

Immediately an exception comes to mind: Consider our oldmple of a procedure that coordinates
order forms with imentory records.The inventory records dom'normally leare the station.When an order
form arrives, it gets processed, andves the station. The irventory record triggers the procedure once,
then waits for the net order form to arxie. Suppose that suddenly ad@rbatch of order forms aves. If
they are all for the same item, then the correspondirgnitory record will repeatedly trigger the same pro-
cedure until all of the order forms are processEde "message loop" terminates normally when the forms
are all gone.

This suggests that we may wish el track of the identities of the coordinating messages at each
procedure that we visitlf we visit the same procedure twice in an unmoderated triggering sequence, and
we see precisely the same messages as the input, then we may suspéuiteatoor. Although this
means that we @uld not catch the spurious loop of theample abwe, we would also miss more unusual
loops within which our coordinating messages are consumed and created.

It appears, therefore, that if we try to be toovelabout our attempts to catch certain potential mes-
sage loops and not others, then we may end up outsmarting earselt miss ones that we should be
catching. Thids not unepected, since we kmothere can be no fefctive rocedure to detecixactly the
infinite loops. Better then, that we trap all unmoderated triggering sequences in which some procedure is
encountered twice (or some bounded number of times), and let the user decide whether there is a real prob-
lem or not. In cases where we are citent that there is no danger of annite loop, we may disable the
trap for that trigger sequence, or increase the bound on the number of iterations before wéegre notif

5.4.2. Pocedure loops and daemons

We have already identied message loops as special casepreéedue loops Consequently we
know that the detection of procedure loops is also undecid&i#ecan at best hope tinfl some means of
detecting potential procedure loopShe apparent loops that wimd may or may not correspond to true
infinite loops. By detecting the start of a potential loopwewer, we may be able to prxent the damage
done by real loops.

At this point we should note that it is possible for a "moderated” message loagttihat is part of
a procedure loopwithoutarny messages being created or consumed within the Idbs means that our
technique of tracing unmoderated triggering sequences in order to detect message loops may miss certain
esoteric loops Consider the Petri net iiglire 5.6.
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Figure 56: "Moderated"” message loops

Messages, y andz are clearly in message loops, since we can repeateslly énd p¢ We therefore hae
an unmoderated procedure loop (assume no user input or time conditpos pg. Note,however, that
after fring p, messagex must wait ati,, snce there will be no messagei at p¢then fres, andy is moved
fromi¢toi@, andzfromig toi,. y must then it atp¢ zthen triggersp and therit must vait.

Procedureg and p¢both grab a pair of messages, and send the one lthat! vaiting. Sinceevey
message mustventually wait, all unmoderated triggering sequencegidlly terminate with length one.
This means that it is not enough to look at message loops aldmewust consider he procedures interact
by looking at all of the messagesalved.

We may approach the problem by noting that procedures \am-driven. If the system is in a
"quiet" state, that is, no procedure i®&uiting and none are enabled, then the only possiaefar a pro-
cedure to be triggered is if some outsident occurs, namely some time condition is met, or some user
action tales place.We mnsequently only need to check the trigger conditions of procedures that may be
affected by the\eents that tak gace. A"chain of eents” then occurs, with the actions of procedures caus-
ing newv events (creating, modifying, mailing and desfirey messages), until the system is quietiag If a
"chain of eents" is circulay howeve, then the system will ver become quiet, and we Y@ a pocedure
loop.

We may approach this in a manner similar to theywe attempted to tackle message loophen
an outside eent takes place and some procedure is triggered, we must traceettie #hat follav, to make
sure that no procedure loop resulEx each message that is created or medibr mailed, we must check
if it triggers another procedur&he "chain of eents" is therefore really a tree, starting with thistfproce-
dure triggered, and continuing along the paths of the messages handled by thatyasubsequent proce-
dure.

In the ekample of fgure 5.6, the tree branches with the§ of p, since there are tamessages out-
put. x must wait, so that branch terminateg.triggers p¢ which causes that branch to split intcotwy
dies, andz continues. Althouglbranches of the tree may die, there i8agbs some branch that continues,
so the chain ofvents neer terminates, and we t@ a pocedure loop.
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Let us nev introduce the notion of alaemof. A daemon is created when an outsidené occurs,
such as a user actiomhe eent is given some unique identi€ation (a time-stamp plus the nature of the
evant, for xkample). Onecopy of the daemon is assigned to each messdgeted by the went. We then
see if these messages in turn trigger yet other procedifirdgy do, thenead of the outputs of the trig-
gered procedure inherits the daema@ndaemon is thus "split" into copies wheeethe chain of gents
branches.

In addition, we kep track of the history of each child daemon by remembering the sequence of pro-
cedures and message instances that daemon has passed titveuglh this adaemon path In our exam-
ple we might start with:

(id, p)

This is inherited by andy, so we dbtain:

(id, p ¥)
(id, py)

The former dies and the latter continu¥ge eventually get a daemon of the form:
(id, py ptz px pty p---)

A daemon dies if the message it is currently associated awightd trigger ayp new procedures. Hwever,

as long as one child daemoxisgs with a gven identification, we knw that the chain ofwents starting
with the corresponding outsideeat has not yet terminatedNote that messages in message loops will be
associated with the same daemon for the duration of the lomunmoderated triggering sequence there-
fore correspondsxactly to the tail of a daemon path in which the messages do not cHarthe. xample

of figure 5.5, the daemon patlould be:

(id, p x ptx px pe )

corresponding to the unmoderated triggering sequpngep pé - -

How may we use daemons to detect procedure lodasin we aredced with thedct that daemons
cannot possibly tell usxactly when there is or is not a procedure loop, that problem being undecidable (as
it was for message loopsyVe rote, havever, that a procedure loopxists if and only if some daemon can
encounter at least one proceduranitély often (clearly an unobseable &ent!). This suggests that we
may detecpotential procedure loops simply by noting when a daemon encounters some procedure more
than once (or some bounded number of timés.with message loops, we could alert a user if we detect
such an occurrence.

We ae tempted to try to rife this technique.For example, we note that for a procedure loop to
exist, the procedures must be able to imd&fly generate theirven inputs. The olvious approach is to
note for each message thatits, which daemon (i.e. which originaleat) was responsible for its current
state. Whener a daemon "dies" because the message it is associatednilsttoftrigger some procedure,
we would continue to "remember" the daemon idésgifon for future referenceThen, wheneer a proce-
dure is triggered, we can compare the daemderd the triggering message with those of the other mes-
sages. l&ll of the inputs are there as a result of some common origieat, ¢hen we hae sme @idence
that there may be a procedure loop.

For example, whenx waits ati, in figure 5.6 after theirst firing of procedurep, we remember the
daemond. When message eventually catches up with it, we see that bathndz ultimately result from
the same initialeent.

There are tw problems with this attempt at reément. Thefirst is that suchwédence, albeit
weighty, is notconclusve. If procedurep generates termessages that are consumed by proceg@riben
the inputs top¢will have the same daemads, though there is @musly no loop.

The second problem is that therenist necessarily a one-to-one correspondence between daemons
and procedure loopsOne daemon could easily result invaal independent procedure loopMore
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interestingly two or more daemons may enter into a symbiotic relationship in which fédexd message
inputs to each othern this case, some (possibly all) procedures in the loogidvbe triggered by inputs
that do not hae mmmon daemords. To see this, consider the Petri net mfure 5.7.

Figure 57 : Symbiotic daemons

Here we hae an initial marking of (1,0,0,1,1,0)Transitionst; andt; are enabledSuppose that the teks
(representing messages) in plaggsand p, have daemonids A and B, respectiely. The transitionifing
sequencd; t, t3 t, will bring us back to the initial marking, and so wevéa pocedure loop with that
sequence repeated inohétely.

Furthermore, the daemon for A remains@lbeing associated with the tek that traels betweenp,
and p,. During the entire sequence, eitligor t, is aways enabled, so daemon Aveedies. Onlywhen
A splits att; does the child going tpg die, since it &ils to triggert,. Similarly, daemon B neer dies since
one oft; ort, is aways enabled.

In all fairness, we should mention that this unusual situatioarissensitie  timing. Suppos¢hat
A "got ahead of itself" and we had theng sequencé; t, t;. At this point we wuld hare the marking
(0,1,0,1,0,2). Neither, nort, would be enabled and daemon Auwid die entirely

Daemon B could "tak over" now by repeatedlyifing the sequencg t, t, t;. Daemon symbiosis is
inherently unstable if the daemons truly rely on each other for ifpoé¢ need simply "force" one daemon
to exhaust itself by triggering procedures until it dies (after all, it depends on the another daemon), and then
start up the other daemonsaargso thg can "tale over".

All of this may be entertaininguibit is not \ery encouraging for our search of procedure lodpgs
counterexample shws that it is unreasonable tapect that procedure loops will be limited to the case
where inputs are ultimately generated by a single daemon @v@ymight attempt a further risfement by
remembering all the daemons of matching inputs and noting whether we see thacesmegfeatedlyFor
symbiosis to tak& pgace, someifiite set of daemons must cooperate imifly. If we continue to see ne
daemons with nger and never time-stamps, then we can be sure that we are not in a liothere is a
procedure loop, wever, then the ihite set of daemons in the loop musvédame nevest daemon.That
daemon should then ver encounter coordinating inputs resulting from yetvee esents.

Again, havever, this does not really help us, since a procedure laggisesven if other events occa-
sionally thrav new messages into theosks. Inconclusion, then, the only means wevénaf recognizing
possible procedure loops is by noting the repetition of procedures in daemonlptdsiumber of repeti-
tions exceeds some bound, then we may alert someone, and halt further procedure triggering wntil conf
mation is receied that it is alright to continuelf certain situations yield the spurious digexy of
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procedure loops, one could increase the bound on theahlk number of procedure repetitions within
daemons paths, oven disable the alertingakility entirely for procedures in that "loop".

5.5. Summary

In this chapter we ha& atempted to identify certain types of global bebar that appear to be of
special interest.

To ad our analysis we & shown how to recover the coordination that as temporarily lost when
we obtained the messagevil@utomata. Thesautomata can be "joined together" tovelep a Petri net
interpretation that reflects both the message #ghibited by the automata, and the procedure interactions
that result from the coordination of messages in trigger conditions.

We dscovered that non-determinism in our modelindoef has its sources not only in the systems
that we are trying to analyzeutbalso to somextent in the vay that we abstract messages into message
states. Théoss of information resulting from the grouping of messages into states can cause spurious non-
determinism to appear in our model.

Blocking was also shen to hare mary potential causesMessages cannot reach procedureaitang
them if there is no path to thenRrocedures may also be bleckif there is a choice of paths, some of
which avoid the procedure Another possibility is that tavprocedures may each beiting for a message
that is stuck at the otheFinally, we havea recursve form of blocking in which messages cannot reach a
procedure because thare blocled somwhere else.

Procedure loops are a potentially dangerous situatiée. siow that procedure loops may be
detected by using our Petri net interpretation of messagedhal translating a matrix representation of our
Petri net into a linear programming problefhe solution to the linear programming problem tells us
whether or not there is a possibility of a procedure loop.

The information loss due to our use of message statessntiaé& results of our analysigedy pes-
simistic in some casedMe would therefore lik to be ale to detect some problems at run time, indepen-
dently of our message floanalysis. Thamost serious potential problem is that of procedure loops, since
they can inflict much damage before there detected by obseation. W& show how message loops and
procedure loops can be caught early on by tracing the chain of uninterrugtésl éAlthoughwe cannot
conclusvely prove that loops do or do not ocguve can at least identify what appears to be the start of one.



6. Concluding remarks

The aim of this research has been teeltp techniques for formally describing and analyzing the
global behgiour of a message management syst¥e. havebeen interested in systems thatyide some
facility for its users to implement -- directly or indirectly -- procedures for automatically processing incom-
ing messagesThe interaction of these automatic procedures can lieisafly compl& to make it very
difficult for aryone to tell hav the system is beking globally

In our study of this problem, we V&

1. Developed a notation for a peerful model that captures the interactions of automatic procedures.
The model allws us to representaskstations, mailboas, a ariety of message types and instances,
and procedures that automatically process messages that match their trigger conditions.

2. We havedeveloped the notion of messageMilas a bol for characterizing global beliaur. Parti-
tioning message domains into statesvedlais to gpress message flowith alternating sequences of
message states and procedur€Bis yields a ihite automaton interpretation of flofor individual
message types, and a Petri net interpretation for procedure interaction.

3.  We haveclassifed types of message befaur in terms of deadlock, "dead ends", message loops and
procedure loops.

4.  Algorithmsfor generating message state spaces, for collecting state transitions, and for detecting
deadlock and procedure loops are presented.

5. Inaddition, techniques for the run-time detection of procedure loops\aslemid.

6.1. Limitations and possible extensions

Although our model alls us to captureafrly general procedures, there are some inherent limita-
tions that mak modeling of certain kinds of proceduresfidi€illt or avkward.

6.1.1. Pocedure inputs

Inputs to procedures, foxample, are limited to axfed number of messages ofigefl set of mes-
sage types.Generally speaking, this assumption emlsense, since a procedure should bimeatefor a
reasonably well-défed set of inputsOne might, hwever, want to be able to diele a procedure that han-
dles a wariable number of order forms, foxample. Presentlgne would hase o do this by running a sin-
gle procedure aariable number of timesA set of order forms could not be processed at the same time
unless we défied seeral procedures (in our model) to handle each of the possible sizes of inpuEtssts.
males it dificult to represent the idea of "dossiers", or messages that are electronically "stapled together".

Conditional creation of outputs is also not easily represeregsently one must split such a proce-
dure into tvo - one to handle the situation in which the output is created, and the other to handle the case
in which it is not. This is easily seen by referring to our Petri net representaletri net transitions do
not conditionally output tadns. Onamust represent this behaur with two (or more) transitions -- one for
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each possible ay of producing outputsExtensions to the model thatowld allov variable numbers of
inputs or conditional creation of output®wd therefore not help our Petri net interpretation since proce-
dures vould then still hae o be multiply represented.

A similar extension vould be to allev a choice of input types.This too must presently be repre-
sented with dfierent procedures to handle thefeliént combinations of input type3.his would be useful
if, for example, there are wwdifferent types of order forms and three kinds géiory records.We would
like to distinguish between them, up to a poifithere would be six possible combinations of orders and
inventory records, hwever, and each wuld hare © be represented indidually, if we wanted to maintain
the distinction.

6.1.2. Specialization

The abee poblem may be seen as one of represergpgrializationof message types(This is
analogous to specialization iAXIS. Seechapter 2.)One message typeowld be the specialization of
another if it has at least the attribs of otherand then some A specialized order form wuld contain
additional information, such as an area for speciaveglinstructions. (Another common notion of spe-
cialization is that of restricted atttite domains.Specialized messageswud be limited to a restricted set
of values.) Apossible vay of extending the model to allofor specialization of message typesuld be to
represent the type and all its specializations as a single type withutatrithat are the union of the
attributes of all the subtypedNon-specialized messageswd hase rull values for the attriltes that do
not apply for that subtypeNo special deliery instructions for that order form.)

The adantage of this approach is that it ssvthe problem of representing procedures with a choice
of message types for some inputs,viited the choices are all specializations of the same basic Atpe.
that level we dmply ignore the distinctionWe @an recapture that information at thedeof partitioning
message domains into state spaces: addvwresere ecial message states for attitis with null alues.
Groups of message statesuld therefore correspondactly to given message subtypesrocedures that
are triggered by messages of some subtypes only could be represented using trigger conditions insisting
that certain attribtes hae (or not hae) null values.

6.1.3. Intelligent messages and objects

A far more interestingxéension vould be to allav for "intelligent messages" (as described in chapter
2). Currentlywe could only represent them byviteg procedures at all stations to capture the automatic
behaiour of those message3his has the disadwntage of disguising thedt that this behaour is associ-
ated with the message type rather than with thkstations.

The distinction between procedures and messages ggtsuzzy if we notice that intelligent mes-
sages resemble procedures with memory that can be mailed from station to #atiedension to the
model that wuld incorporate this idea,ould probably replace procedurasd messages by the more gen-
eral notion of arobject(as described in chapter 2Dbjects would hare me area for their memory that
resembles the contents of a message, and another area that represents viair. b€ha behgiour could
be made up of a set of rules resembling the triggers and actions of proc&dhe@sajor dificulty in mod-
eling object interactions with Petri nets is that we no longee haeat correspondence of message states
and inputs to places, message instances tnflnd procedures to transitiomairthermore, it is not clear
that an object model helps our understanding of\iebain message systems -- it is much more natural to
draw a dstinction between concrete objects (forms and records represented by messages) and abstract pro-
cedures for handling them (represented bwiiets). Perhapsome sort of ybrid would be appropriate,
with some objects being idenéfl as basically pas& and message-li& and other being iderigfl as more
procedure-lile.

6.2. Ewaluating changes

One would like to be ale to use the model to automaticallyaeate changes to the system.
Although we can characterize global beibar before and after a change, wedaot developed means for
comparing the characterization3here are tw good reasons for thisThe frst is that our modeling
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technique necessarily loses informatioBy abstracting messages into sets afugs called "message
states" we may mask precisely théeef of ary changes. Secondlgven if we could rely on the message
states as accurately capturing the global Wiela of the system we are modeling, we canntaatifely
evduate the changeRecall that our analysis results in a Petri net interpretation of procedure interactions.
We would therefore hae two Petri nets, representing the system before and after our ch&wge.net
equivalence is knwn to be an undecidable problemwawer [Pete83].

On the other hand, Petri net eplénce is undecidable only for arbitrary nefhe changes that we
are likely to want to @auate will undoubtedly imolve anly a fev procedures and station at mo§toncev-
ably, one may be able tovdluate certain classes of small changes that are intended to not disrugrétle o
behaiour of the system.

Recall that each message state represents messages at at most one Rigaitemy procedures
reside at gien workstations, and may only accept inputs belonging to that station or one of its milbox
We may therefore partition our Petri net of message flato a collection of subnets each representing the
procedure interactions at one statidrhe subnets wuld be linled by procedures at one station that mail
messages to other statiorBrocedure output places at one statimuld therefore be lirgd to places of
message states at other stations.

To evaluate the global consequences for a small change at one station, or at a small number of sta-
tions, one need only consider the corresponding subligle subnet behgour is "substantially the same"
(i.e. no deadlocks or procedure loops are introduced), and if the connections between those subnets and oth-
ers are not interrupted, then we may be assured that the globabloeléll not be radically altered.

It may be possible to do some of this analysis automatically by generatingrisebmets, checking
for deadlock and local procedure loops, and by checking the subnet interconnettierisal evaluation
should neertheless be carried out manually since the Petri net and its subnets carry incomplete information
about global behaour. The Petri net representation mafycourse, be a useful aid in this analysis.

6.3. Message states

Another area for further uestigation is the generalization of message stakésssage states in this
thesis may be thought of asyfiercubes"”, where the control attrib domains are the dimensions of the
state-space. Sintbe attrilute domains are partitioned into subdomains and ranges, the states are n-dimen-
sional "boxes" or "typercubes" (or sets of/percubes).

This choice of message state partition is, of course, not the only possiblldaet, such message
states mak it impossible to accurately represent trigger conditiongliimg more than one attrnilte. (Ifa
trigger condition is xpressible in disjuncte rmormal form as a composition of simpler conditions, it is
these simpler conditions that we are interested Ti¢ hypercube message states arengelf by conjunc-
tions of simple conditions eachvimlving at most one attrilie. Messagstates défied by simple condi-
tions that compare linear functions of aftitif's to some constantowld defne n-dimensional polyhedra
(we are spedially considering numeric attribes here).Conditions lile x; + x; £ 500 would result in
message states witleny different "shapes".

In our analysis of message state transitions, weaaeglfwith tvo problems. Thdirst is determining
what the image is of a\gn message state under the transformatiomeddfby a procedure action and the
possible coordinating messagéihe second problem is to decide what other message states may possibly
intersect that imageThis will tell us what the state transitions are.

If we can sole these problems for dérently shaped message states, then we can more accurately
represent the messages that satisfy trigger conditions, and therefore more honestly capture gebal beha
iour.

6.4. Related vork

There is a strong analogy between operating systems faoel ®fstemsMessages can alternadiy
be viaved as resources for which procedures contend, or as jelisdlfrom one processor (procedure) to
another Flow expressiongdShan78] andmessge transfer &pressiongRidd73], can be compared to the
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message fl expressions in this thesis.

Flow expressions are gellar expressions for describing the Woof entities such as control, jobs and
messages through programs, processes and other systearsaftiwponentsLodk symbols, andvait and
signalsymbols are embedded in thesgular expressions to prade mutual gclusion and synchronization
primitives. Thesexpressions can then kaufled together to indicate possible inten@ggs of the flovs in
each epression. Thentities in the shfied expressions must olpehe locks, vaits and signals in a con-
current eecution. Theshufle operator generates thalid interleaings.

An alternatve o generating Petri nets from messagevflexpressions to recapture coordination may
be to introduce waits and signalsA message wuld generate a signal to indicate that it is in a certain state.
Procedures, on the other hanauld have waits associated with their trigger conditions, and signals associ-
ated with their actions to represent the possible input and output messagefsfaescular system state
could possibly be represented by a collection of signals, one for each message instance in th@tsystem.
shufle of message flo expressions with embeddedaits and signals auld then yield the possible inter
leaved message flars with coordination.

Note that this approachauld only work for single message instances of each type, since signals do
not "stack". Two instances siumltaneously in the same statelévefectively generate only a single signal.
Since messages are not a limiténité resource, it is not clear Wwauseful waits and signals may be in rep-
resenting message state transitions.

A number of interesting problems can be approached with dkpressions, including certain dead-
lock problems.Further research into floexpressions is reported in [Gisc81].

6.5. Other topics

There are seral closely related topics that are not addressed by this thasiatebof considerable
interest.

One important issue is the design of systems that enable"nigiers to write theirwn automatic
message-handling procedura¥hat should the peer of these procedures b&hould their paver be lim-
ited in ary special vays? Shouldhe specitation of the procedures be limited in such ayvas to more
easily facilitate the analysis of global betaur?

The systems described in chapter 2 suggest some trendbebe are still early approaches to the
problem. Mostof these systems are prototypes, andehat proven themseles in the mamktplace. The
assumptions inherent in our model may therefore not be truly represemfatihat is yet to come (as we
mentioned earlier in this chapter).

Another important issue is performance analy§sieueing netark analysis is a possible approach.
Messages can be thought of as jositing service at procedure$Ve b not, havever, think of messages
as being queued for servicRather they are serviced when combinations of messages appear that satisfy
trigger conditions.Coordination does not traditionally Veaa pace in queueing netwwk models.

An approach that is perhaps more promising is that of stochastic PetriThets.are used in
[Mall81] to model communications netrnks. Someof Malloy's results may possibly carryer into the
message system domain.

Related to performance analysis is the issue of restructuring the systemay wish to maintain
the current system behaur, yet split a vorkstation into tw to redistribute some of the load betweervse
eral workers. Themessage fl@ model may be of use in deciding what transformations will guarantee the
same werall behaiour. Rather than ealuating arbitrary changes, Wwever, we would like to have some
guaranteed ays of redistriliting the load without héng ary net change.By analogy we would like to
have the same Petri net of system babar, but change the distrittion of the subnets by mimg some
message states and procedures ferdifit stations.
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action :
the functional part of procedue that modifes or routes a messagéhe action taks place when the
procedurestrigger condition is satiséd. A(p) is the action of procedurp.

attribute :
a field of a messageA messge dmainis assumed to be the Cartesian product of the waiirib
domains. Theocationand unique identiér of a message are dvettributes of ag message typeX;;
is the jth attritute of X;. X, and X;; are resered for the identier and location of a message,
respectiely.

augmented Petri net :

a Peri netin which each transition is associated with an additional set of rules, productions or pre-
conditions and actionsSee appendix C.

blocking :
A message is blo@d if it is waiting for processing at a procedure that is bdalckA procedure is
blocked if one of its inputs will not axé (.e. the procedure cannot be triggered).

conflict :
can occur in &dri net when transitions share input§ee appendix CBoth transitions may be
enabled, bt the fring of one may disable the othe®milarly, proceduesthat share input messages
may conflict.

contents :

the information contained in a messagdée locationis not usually considered part of the contents
of a message.

control attritute :
ary message attrilte that dects the routing of messages of that ty@enis includesselection
attributes routing attritutes, and anattribute that is used in the action of a procedure to compute the
new value of ay control attrilute.

daemon :
a formalism for identifying the chain ofents that results from some user action, or some other out-
side @ent. Itis characterized by a unique ideisif and adaemon patltonsisting of the alternating
sequence of procedures and messages encountered in the clvaimof 8inceone eent may initi-
ate seeral other gents, we allev daemons to split, with each child inheriting the daemon path up to
the splitting point. A daemon dies if no meevent is triggered.A procedue loop exists if there are
daemons that wer die.

dead end :

ary location at which certain message instances get lelddkecause there is no procedure which it
can potentially trigger
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dicomponent :
a ¢t of mutually reachable nodes in a directed gr&pde als@ondensation

enabled transition :
a fransition in aPetri Netthat has at least one &kin each input placeSee appendix C.

input :
ary of the messages mouifl by aprocedue. The list of types of the inputs of procedupeis
1(p) =< lpp, Iy, >

input tuple :

a tuple of messagealues satisfying thé&rigger condition of a procedureOften represented by,
wherex = ¢[j]is the jth message.

location :
a wique attrilute of aly message instancezvery message has a location which is eitheraél box
or astation The set of all locations ik. Every procedure iswned by a station and may be trig-
gered by and modify only messages at that station or one of its mag.dofs) is the set of loca-
tions that procedures aimay access.

mail box :
the (temporary)ocation of a message that has been mailed from siaonto another Though
there may or may not be true mail bexmplemented in a message management system, this formal-
ism allovs us to kep track of which messagewvbaecently been mailed, and who their sendas.w
my is the mail box for messages sent frgro s;.

message :
synorymous withmessge nstance

message class :
an egwalence class of message instances that can potentially encounter the same sequences of loca-
tions and proceduredviessge satesare useful in identifying these classes.

message domain :
the set of possiblenessge \aluesfor messages of a\gn messge fype The message domain is
assumed to be the Cartesian product of the at&ridomains.dom(X;) is the domain of messages of
type X;.

message fl expression :
a reqular epression that describes the non-deterministiitef automaton obtained by partitioning
messge bmainsinto a state space and notingahprocedures déct state transitionsA message
flow expression approximates theessge mthstaken by messages in the samessge dass

message fl language :
the set of sequences of procedures a messaggy potentially encountedenoted b)’l\(x).

message instance :
a message instance is an entity that may takvalues from anessge domain The \alue is a tuple
consisting of one alue for each message attrib. T identify individual instances as theake on
these wlues, we insist that each instanceehane attrilute which is a unique idenigf.

message loop :
a loop in themessge mth. If a message can attain the sanadue or \alue in the same eqaence
class fnessge dasg then that portion of its path may possibly be repeatediiitidy.

message management system :
a computerized system for managing (in the sense of a database management system) structured mes-
sages and for automating some of thevdies involving these messages.

message path :
the alternating sequence miessge \aluesand proceduesa messge nstanceencounters from the
time of its creation on.
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message state :
a Hock in a partitionednessge cbmain Two messages are deemed to be egent if they are in
the same block or "message stat&'finite automaton can then be constructed wittteduesmap-
ping states to stateddeally the partition is made so as to identify messages in the rsassge
class Message states thabik well in practice are obtained by partitioning the vidlial attribute
domains and considering the Cartesian product of blocks in theutdtghartitions.

message type :
a descriptor for all messages chosen from the saressge domain The message type determines
the attrilutes, attriite domains and, consequenthye message domairX = {X4,--- Xk} is the set
of all message types.

messagealue :
an element in thenessge main A possible alue held by anessge nstanceconsisting of the
tuple of attrilute \alues. Thadentifier, x[0], of a message instance mayeechange.

office actvity :
a possibly long-term task to be accomplished in dicef Anoffice actvity is broken into indvidual
steps calleaffice poocedues or smply "procedures”.

office information system :
an intggrated computer system that supports the functions and goals difcan of

office procedure :
same aprocedue.

ownership :
indicates what station has contralep mail-boxes, procedures and messag&émilar to location
except that messages whose location is a mail boxvanedby the stationvaning that mail box.

path :
Seemessge mth.

path equiaence :
Two message arpath-equivalenif they havethe samenmessge fow language That is, thg both
may potentially encounter the same sequences of procedwesthgi right coordinating messages.

Petri net :
a formalism for modeling process synchronizati®@ee appendix C.

place :
a node representing a resource iRelri netgraph. Seappendix C.

priority :
a partial ordering on the set of procedurédistwo procedures are enabled for input tuples including a
common messages, then the "greater" procedure mudirgt. Thismay disable the second proce-
dure.

procedure :
usually synorymous with "ofice procedure"A procedure is a single step in a more complffice
activity. A procedure is assumed to be atomic in the sense that it either runs to completion or does
not run at all. Every procedure consists ofputs (the messages it ixjgected to transformjrigger
conditions on its inputs, anactionstranforming those messages if or when the procedure is trig-
gered. Sincesome procedures may not be completely algorithmic in nature, user input may be part
of the procedurs'actions. P is the set of all procedureB(s) the set of procedures at stati®n

procedure loop :
an ecution loop that can occur if a collection of procedures is capable of generating ibsput.
This is analogous toRetri netthat canife forever See appendix C.

pseudo-station :
stations that represent the creation or destruction of messHyese are denoted lyandw.
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reachability set :
the set of all markings of Betri net that can be reached from avgi marking by repeatedlyiring
enabled tansitions See appendix C.

routing attritute :
ary message attrilte that is used in the action of a procedure to determine xhéonation of one of
the input messages.

selection attribte :
ary message attrilte that is used in thev@uation of thetrigger condition of a procedure.

splitting :
an instance of diding a collection of messages into groups that will felidifferentpaths This
may happen as a consequence of triggerinfgrdiiit procedures or being routed infeliént direc-
tions.

splitting history :
part of asymbolic mesgge The splitting history distinguishes the children of an original symbolic
message by marking their position in a trdée splitting histories can beamined to determine if
all of the children hee returned.

state :
Seemessge sateandsystem state

state transition :
atriple (p, s, s 9, such that procedune can map some messageamnessge sates to states ¢ Also
written p:s® s ¢

station :
a location with control aver a ollection of mail boes, procedures and messag@bbreviation for
"workstation". S={s;, - - - sy} is the set of all wrkstations.

symbolic message :
A symbolic message is used tathjer reachable state transitionssimultaneously represents a set
of message states, and dtlgers transitions from those states as Vietsafrom station to stationA
symbolic messagsplitswhen transitions lead to fi#frent stations.

system state :
the collection of allmessge instancesand their current alues at ay given point in time.
D =< Dy, --Dg >is the system state wheE is the set of instances of type.

token :
a dot in the place of ®eri net used to represent theafability of a resource.ln a Petri net interpre-
tation of message flg a bken is used to denote the presence of a mesSageappendix C.

transition :
a node representing a process iRelri netgraph. Seappendix C.

trigger :
a precondition on theifing of aprocedue. A set ofinput messages that sates the trigger must be
awailable. T(p) is the set ofnput tuplessatisfying the trigger

unmoderated triggering sequence :
a formalism for detectingnessge lbops Smilar to adaemon pathexcept that it traces an unbierk
chain of @ents for only a single messagé&he triggering sequence is the sequence of procedures
encountered and triggered withoutyantermediate witing. If such a sequence does not terminate,
then we hae a nessage loop.

workstation :
synorymous withstation
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A(p):T(p) ® P dom(l ) is theactionof procedurep, mapping the messages of the input tuples in

T(p) to their ne/v values. Thenput tuples is mapped to the output tupi€ =A(p)(¢). Individual
attribute mappings are representedd;w wherea;: t® t §j][k]. A(p) may not change thielentity,
t[j][0] of any message [i].i.e.qjis aWays an identity mappingMessages may only be routed to
valid locations:a;,(¢) T R(s), wherepl P(s).

q)(x) ={A(PO[iNtT T(p), X = I, X =t[]]} is the set of alues thaix] dom(X;) may be mapped
to after triggeringp.

D =< D,,---Dg > is the system state D;I dom(X;) is the set of alues of all currently asting
message instancesThere must be at most one message with gmen identifer in D; (i.e.
vxl Dy, yi D;, y[0] = x[0] = y = x). D(l) denotesD;, wherel = X; (this is useful when we do not
wish to eplicitly refer to the subscriptof X;).

I(p) =<lpy,---I pl, > wherelpiT X, is the list of message types of the inputs to procegurk, is
the number of inputs tp. One message of each type must kailable to the procedurg'local
scope before the trigger condition can tdweated.

The number of message types, i.e. the siz¢.of

L = SE M is the set of allocationsin the system, that is, all stations and mail trayss equal to
dom(X;;) for all message type;. L*=S"E M includes the pseudo-stations and w.
L(s) ={a,s} E {mg|1£ k £ N} represents thivcal scopeof stations; -- the locations from which
procedures a& may talke messages. Thi(s)\a) partition L.

/I\( X) = i {pl (x9|pl p(x) x¢|ap(x)} if xq1 wandp(x) 1/E
} / (the empty string) otherwise
the messge fow languaye of x, is the set of possible sequences of proceduresxtinady trigger

Two messagex andy are path-equivalen?{x) :/I\(y). We write x~y We extend] to message
states in the olious way.

M={m;|L£i £N,1£ j £ N}is the set omail traysin the system, one for each pair of stations in
S. Messages with locatiom; have keen sent frons; to s;.

The number of stations, i.e. the sizeSof
P={pj|L£i £N,1£ j £k} is the set of all procedures in the systeR(s) ={p;|1£ | £ k;} is
the set of procedures at statignso P = |§ P(s). k; is the number of proceduressat

i=1
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P(x) ={pT PIX;T 1(p), Xi =1, §¢1 T(p) such thatx = ¢[j]} is the set of procedures that may be
triggered byxi dom(X;).

R: R(s)={w s}E {my|1£ k £ N} represents thealid locations to which proceduressmay route
messages.

S: S={s;,---s\} is the set of wrkstations, or simplystations in the system.S' :SE {a,w}
includes thepseudo-stations andw representing creation and destruction of messages.
b
T: T(pl P don(ly) is the set ofinput tuplessatisfying the trigger condition gf. In addition, if
i=1

t1T(p), theny ¢[j][1]T L(s) and Ipj = 1o * k=¢[j][0] * £[K][O] (the input messages must be
in the local scope of and no message may play a duplicate role in the procediugle ¢t can thus
trigger pif ¢ 1 T(p) and for alll ;T 1(p) ¢[j]T D(1 ;) or ¢[j]is aeated byp.

X X={Xy, - Xk} is the set of allmessge ypes X; is the jth attritute of type X;.

N
dom(X;) = P dom(X;) is the domain of messages of tyg There aren; + 1 dtributes, including
j=0 .
identity and location.x| dom(X;) is the currenimessge \alue of a message instance of tyge Xx;
or X[ j] is the jth attritute of messag®. X, is itsidentityand x; is its currenfocation Its identity

never changes.

g: 9(Xj,p)= E {arg(ag)ll px = X} represents the set of atuiies that déct the computation of gn
action in procedure that modifes attritute X;;. It is used recursiely to find thecontmol attributes
of message typ;.

n: n=(sQ,S, c)isasymbolic mesgge Itis used to collect all message state transitions fovengi
message type starting at procedures athe state transitions are collecteddn S is the set of mes-
sages states currently representedrbysymbolic messages magplit if a state has tavtransitions
leading in diferent directions.The splitting history ¢ identifies the children of the original symbolic
message as nodes of a tree.

p . amessage state path, consisting of an alternating sequence of message states and procedures, for
example,p =a p; 3 P2+ Sy

LT T(Plaa() = s} if =0
ro() =i {t1T(Pla() =m} if1EEN
T T(Paal) =w it §=w

represents the set of input tuples to procedurfer which thekth message is sent to statiep
rp(0) andr,(w) are used to represent the case where medsageot forvarded or is destyed,
respectiely.

s s 1 dom(X;) is amessge sate being a block of a partition afom(X;). Also, if p is a message
state path, then(p) denotes the last state in the strpg

t: to(s)={tltT T(p), ¢[KIT s} wheresi dom(X;) and X; = 1) is the set of input tuples triggering
that contain some message in statd~or simplicity, X; andk are understood.

c . cis thesplitting historyof a symbolic messagédt distinguishes the children of an original symbolic
message by marking their position in a tré@ée history is a sequence of paifsn) each represent-
ing a node in the treen is the number of branches at that node, piedthe branch follved by that

child. Splittinghistories can be analyzed to tell if all the children of a symbolic messagdehai-
nated and returned.

1 {spf(s9Ipl P(s), B(s)Cs¢ 1 A if s * wandp(s)* A&
w

f =
(s) } otherwise



Appendix B : Notation 76

>

represents the message pathenaky messages in state The strings inf(s) are alternating
sequences of message states and procedliheg.are reducible td (s) by mapping the procedures
to the empty string.

An optionalpriority may be placed on procedures to disambiguate conffigt; > p; and both are
enabled for verlapping input tuples, thep; must fre first. If p; is still enabled aftep; no longer
is, then it mayife.



Appendix C : Petri nets

Petri nets are formalisms for modeling process synchronization and informatian[Pete83]. A
Petri net is a directed bipartite grapNodes are eithetransitions represented by bars, ptaces repre-
sented by circlesFigure C.1 shes a simple Petri net.

Figure C.1: A simple Petri net

Transitions usually represent processes and circles represent resources needed by the pYecesses.
can formally represent a Petri net@s (P, T,1,0). P is the set oplacesandT is the set ofransitions
| andO are both mappings froffi to 2°, the paver set ofP. |(t) is the set oinputsof transitiontT T and
O(t) is the set obutputsof t. There is an edge from plageto transitiont if pl I (t) and there is an edge
fromtto pif pl O(t).

A markedPetri net is a Petri net with a numberttaifensin each place, represented by black déts.
marking m of a Petri net is a mapping froR to the non-ngaive integers. (mis usually represented by an
n-vector whereP ={p4,...,py} andT ={t4,...,t}.) Tokens indicate thevailability of a resource or the
completion of somevent. Themarking of a Petri net is its current "staté&.marked Petri net is shn in
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figure C.2.

m=(1,1,0,1,1)
Figure C.2: A marked Petri net

If there is a tokn in each input place of a transitigithen we say thatis enabled That is,n{p) >0
for all pl I(t). Transitionsts, t,, t; andts, are enabled iniflure C.2.

A Petri net may change state bying enabled transitionsWhen a transition isired, the Petri net
acquires a ne marking. If transitiont is enabled in markingn thent may be ired, and the Petri net
changes state @(mt) = nf; where

L np)- 1 if pl 1(t)- O()
np) =i n(p)+1 if pi O@)- 1(t)
¥ mp)  otherwise

This is represented graphically by rerimy a tolen from each input place bfind adding a tadn to
each output place of In figure C.3 we see the Petri net igfure C.2 after transition has beeniffed.

Petri nets are capable of modeling parallelism, contention for resources and coordinatiensof e
In figure C.3, transitions, andtz may fre in either order After t, fires,t, andt; may eecute in parallel.
Transitionst, andts compete for to&ns in placeps. Furthermore, since neither returns ¢ok tops, the
firing of eithert, or t; may disable the other transition (if both are enabled, and there are only enough
tokens to ire one of them).Finally, we witness coordination ity, which can onlyife if there are toéns in
both p, and ps. The parallel actities oft, andt; must both be completed.

Petri nets are typically non-deterministic in the sense thay fixémg sequences are possible from a
given marking. Thereachability setR(m C) of a Petri netC is the set of all markings that can be reached
from a given marking mby repeatedlyifing enabled transitionsSince there may be a choice of enabled
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nt =(0,2,1,1,1)

Figure C.3: Transitiont, is fired

transitions at anpoint, R(m C) must be generated in a non-deterministishion. R(/ C) may be ininite.
The Petri net inifure C.2 has an imfite reachability set since thigihg sequence;tsts may be repeated
indefinitely, causing the number of teks inp, to become unboundedVe @n characterizé&’(m C) by
using a "reachability tree".

A reachability treeis a labelled, directed tree with some initial markings its root.An arc (7§ nt}y
is labelled with transition if t is enabled imttand nt¢s the result ofifing t. The folloving two corven-
tions are used to guarantee that the treénite fKaMi69]:

1 if nmtds identical to one of its ancestors (along the path frgnmthen ntds made a terminal node
since the transitiorirfing sequence along that path can be repeatednite&f

2 if mt@s greater than or equal to one of its ancestors (element-by-element) then the elements that are
greater inntdare represented by the symiw(representing an inger that may be come arbitrarily

large).
R(mC) is infinite if and only if the reachability tree contains the symbol

An equiaent representation of a Petri net is agator addition systeffikaMi69]. |1 andO are rep-
resented by matrice& and A" respectiely, where the former consists of entriesin1, G and the latter
of entries in{0, 1}. Both aren by m matrices, with one column for each transitiorhe jth entry of col-
umn A% =1, for example, if and only ifpjT O(t;}). Thematrix A= A"+ A*. For the Petri net ofigure
C.1,
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gl 0 0 0 1,
61-1 0 0 OG
A=€1 0-1 0 o
e u
a0 1 0-1 0y
€0 0 1-1-10

Many ideas can ne be easily expressed in matrix termsTransitiont; is enabled in markingnif
m+ A" 3 0 (element-by-element). Thesult of fring t; is mt =m+ A;. The result ofifing a sequence of
transitions isnt =m+ Ax wherex is anm-vector andy; is the (intgral) number of times is fired in the
sequence.

Variations on Petri nets permit multiple arcs between pairs of places and trangitidipisor arcs
that inhibit the ifing of a transition if the connected place containstakens, and others.

Petri nets with xactly one input and one output per transition arief state machinesThey can be
viewed asihite automata by considering the transitionses-statefunctions mapping places to places.
single tolen is needed to represent the initial state of the autom@tanstrings accepted are the transition
firing sequences (or egualently alternating sequences of transitions and places, since transitimns ha

unigue outputs).
An augmented &tri netis a Petri net in which each transition is associated with an additional set of
rules, productions or preconditions and actions.
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